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Publications: 

“Customer Preference and Station Network in the London Bike-share System”, with Pu He, Karan Girotra, Elena 

Belavina, Management Science. 

 

“Inference for Misspecified Models with Fixed Regressors,” with Alberto Abadie and Guido Imbens, Journal of 

the American Statistical Association, 109(508), 1601-1604. 

 

 

 Working Papers: 

“Network Effects in Contagion Processes: Identification and Control”, with Kimon Drakopoulos, major revision, 

Manufacturing & Service Operations Management. 

In this paper, we study the problem of identifying network effects in contagion processes and present an 

application to the propagation of influenza in the United States. In particular, using data on the evolution of 

infections over time, the travel intensity between states as well as environmental conditions we first provide a 

framework to identify the true network effect of traveling between states. Any identification strategy in this context 

needs to handle the following challenges: the reflection problem and the time correlation problem. The reflection 

problem arises from the observation that when sampling from the contagion process is frequent (in our case, 

weekly), the (potential) endogenous network effect cannot be discriminated from the correlation effect (such as 

that due to similar environmental conditions). The time-correlation effect stems from the observation that 

contagion processes are naturally characterized by correlation across different lags. We propose an instrumental 

variable approach, based on a spatiotemporally lagged versions of the observed data, and we show that our 

approach effectively tackles the aforementioned issues both theoretically and through a series of robustness checks. 

Finally, we use our estimates to propose and evaluate the performance of intervention and control policies, 

illustrating the benefits of network-based interventions. 

 

 

“Intertemporal Externalities in ICU Admission Decisions”, with Yiwen Shen and Carri Chan, reject and resubmit, 

mailto:fz2225@columbia.edu


Management Science. 

The Intensive Care Unit (ICU) in a hospital often has the highest cost and the highest congestion level. Patient care 

in capacity-constrained hospital units sometimes results in scenarios where the demanded quantity and level for 

care exceeds immediate availability, which may impact patient outcomes as well as economic outcomes. For 

example, when a new patient arrives to a busy ICU, their admission may be delayed, which may lead to worse 

patient outcomes. Since a large proportion of the patients occupying ICU beds are the patients admitted from the 

Emergency Department (ED), we can gain insights on how physicians make ICU admission decisions and how to 

improve overall patient outcomes by studying the ED physicians' ICU admission decisions. Our study focuses on 

the intertemporal externalities on those ICU admission decisions. In particular, we study how physicians behave 

when facing the tradeoff between current and future patients’ outcomes. We take the structural estimation approach 

which allows us to estimate the intertemporal externalities from data.  

 

 

“Machine Learning in Demand Estimation with Long Tail Data”, with Hammaad Adam and Pu He, major revision, 

Management Science. 

Discrete choice demand estimation is an important tool of empirical studies in operations management, economics, 

and marketing. The most commonly adopted framework is introduced by Berry, Levinsohn, and Pakes (1995, 

BLP). One disadvantage of BLP is that it exhibits major limitations when the customer choice data has long tails–

i.e., when many products and services offered have zero demand or very low demand at a given period of 

observation. BLP does not allow products or services with zero sales to be included in the estimation. However, in 

practice, customer choice data often has very long tails. The phenomenon has become increasingly common with 

big data and, in particular, with large number of products or services in settings such as online platforms and 

marketplaces. We show that the common practice of dropping products and services with zero and low sales 

introduces substantial bias in BLP estimates. We propose a solution to correct for the bias when applying BLP to 

long tail data using a two-stage estimator. In the first stage, we use a machine learning algorithm to predict the 

market shares of all products or services including those with zero or low sales in the data. In the second stage, we 

utilize the estimated shares in the first stage to construct weights to correct for the bias in the standard BLP 

estimation. We derive inference for our proposed estimator using recent results in the intersection of machine 

learning and casual inference. 

 

 

“Improving Matching Rates in Matching Markets through Assortment Optimization”, with Ignacio Rios and 

Daniela Saban, major revision, Manufacturing & Service Operations Management. 

We study how online platforms can leverage the behavioral considerations of their users to improve their 

assortment decisions. Motivated by dating markets, we consider a platform that must select an assortment of 

potential partners to show to each user in each day. Users can like/not like each potential partner presented to them, 

and a match is formed if two users (eventually) like each other. The platform's objective is to maximize the 

expected number of matches in a time horizon. Using data from a dating company, we estimate the main inputs of 

our model, namely, the like and log in probabilities, and find that the number of matches obtained in the recent past 

has a negative effect on the like behavior of users. Leveraging this finding, we propose a family of heuristics that 

decide the assortment to show to each user on each day. We show that these heuristics considerably improve the 

number of matches generated by the platform in markets simulated based on the real data and further identify the 

sources of improvement. Finally, we implemented a field experiment that confirms that the improvement achieved 

by our algorithms also translates into our partner's platform. 

 

 

“Private vs. Pooled Transportation: Customer Preference and Congestion Effect”, with Kashish Arora and Karan 

Girotra, reject and resubmit, Management Science. 

Large cities around the globe are facing an alarming growth in traffic congestion, to which a significant contributor 

are the private cabs operated by ride-hailing platforms. Pooled transportation options such as shuttle services are 

cheaper and greener alternatives but are still new to many customers and policy makers. In this work, we build a 

structural model to study customers' preferences on prices and service features when choosing between private 

taxis and a scheduled shuttle service. Using the estimated model, we evaluate the efficacy of congestion surcharge 

policies in reducing congestion on the road. We find that a 20% congestion surcharge leads to 4% of customers 

switching from the cab to the shuttle service. We show that providing a 20% discount on shuttle rides achieves 

one-fourth of this effect. We also compare the efficacy of these policies with policies that reduce inconveniences 

associated with the shuttle service. We find that a 20% decrease in the walking inconvenience can achieve 35% of 



the total number of customers substituting from cabs to shuttles achieved as compared to the congestion 

surcharges. Our findings suggest that, by changing operations levers such as pooled service features, cities can 

achieve a substantial amount of the benefit from reducing congestion, without sacrificing customer welfare, 

compared with congestion surcharge policies. Moreover, as the majority of the effect comes from new users of the 

shuttle service, our finding highlights the importance of incorporating customer preference heterogeneity in 

designing effective policies to manage congestion. 

 

 

“Identifying the Bottleneck Unit: Impact of Congestion Spillover in Hospital Inpatient Unit Network”, with Song-

Hee Kim and Joan Brown, reject and resubmit, Management Science. 

Because a hospital is an interconnected, interdependent network of care units, allocating resources — beds, nurses, 

and improvement initiatives — to one unit to reduce its congestion may have spillover effects on other units. As 

such, to identify the bottleneck unit and improve access to care, hospital administrators need to take into account 

potential spillover effects. We use patient data from a hospital collected over five years to empirically examine 

whether and how much congestion propagates through the network of inpatient units. Our estimation result 

suggests that the magnitude of the congestion spillover is substantial. For example, increasing one inpatient unit's 

utilization by 10 percentage points today can increase its neighboring inpatient unit's utilization by up to 2.2 

percentage points tomorrow. Using counterfactual analyses, we estimate the effects of two potential interventions 

in the study hospital: 1) decreasing the bottleneck unit's utilization by 10 percentage points can free up 4.9 beds in 

the hospital and 2) adding a bed to the bottleneck unit can free up 2.5 beds in the hospital. These effects are more 

than twice in magnitude compared to what one can achieve by naively choosing which hospital unit to make 

changes to. Importantly, we find that the magnitude of both effects is correlated with the size and network 

centrality of the targeted unit, but not correlated with the average utilization of the targeted unit. In other words, 

our results suggest that unit size and network structure are key in identifying the bottleneck unit of the hospital 

inpatient network. 

 

 

“Spatial Competition and Preemptive Entry in the Discount Retail Industry”, major revision, Journal of Political 

Economy. 

Big box retail stores have a large impact on local economies and receive large subsidies from local governments. 

Hence, it is important to understand how discount retail chains choose store locations. In this paper, I study the 

store location decisions of those firms, examine the role of preemptive incentives, and evaluate the impact of 

government subsidies on those decisions. I model firms' store location decisions using a dynamic entry game. It 

extends the empirical models of dynamic oligopoly entry by allowing for spatially interdependent entry and 

introducing machine learning tools to infer market divisions from data. The results suggest that preemptive 

incentives are important in chain stores' location decisions and that they lead to loss of production efficiency. On 

average, the loss of producer surplus due to preemption is about one million dollars per store.  

 

 

“Structural Estimation of Load-balancing Behavior in Inpatient Ward Networks”, with Jing Dong, Pengyi Shi, and 

Xin Jin, submitted. 

Load balancing is one of the primary operational levers used by managers to alleviate congestion in service 

systems with shared resources. However, the literature has shown that this practice is associated with considerable 

costs, especially when applied in settings such as patient routing in inpatient ward units, where the servers (beds) 

are organized according to (care) specializations. Therefore, it is imperative to understand how much decision 

makers exercise load balancing in practice and how much load balancing affects system performance in such 

settings. In this paper, using detailed patient routing data from our partner hospital, we take the structural 

estimation approach to empirically quantify the magnitude of two types of load-balancing behavior in patient 

routing decisions: static and dynamic load balancing. We leverage the control function method to overcome the 

endogeneity problem in the estimation. Our results reveal significant static and dynamic load-balancing behavior 

by hospital managers when managing congestion in the inpatient ward network. Using the estimated model, we 

demonstrate through high-fidelity counterfactual simulations the importance of accurately estimating the dynamic 

load-balancing effect without bias in capacity planning. Moreover, we compare the benefits of static and dynamic 

load-balancing strategies in managing congestion and provide prescriptive managerial insights into how the two 

load-balancing strategies should be applied in practice, taking into account the costs associated with load 

balancing.  

 



 

Research Papers in Progress: 

“Capacity Management in Inpatient Wards with Off-service Placement and a Network View”, with Jing Dong, 

Pengyi Shi, and Xin Jin. 

Inpatient ward beds play a central role in hospital operations. To better facilitate coordination of care, inpatient 

ward beds are usually grouped into different specialized units, where each unit is designated to serve patients from 

certain primary specialties. However, inpatient wards are often associated with high bed utilization and high 

variability in demands. When waiting time is excessively long before a bed in the primary specialty becomes 

available, patients are often assigned to beds in non-primary ward. This is referred to as off-service placement. In 

this paper, we take a data-driven approach to study the capacity management problem in inpatient wards by taking 

into account three key aspects of the problem: the casual effect of off-service placement on patient outcome, the 

complex nature of the bed assignment decisions, and the network structure of the wards. Our analysis provides 

both prescriptive solutions and generalizable insights for hospital managers to improve supply-demand mismatch 

and to balance focused versus flexible capacities in inpatient wards.  

 

 

“Understanding Consumer Search Behavior on Large-scale Retail Platform”, with Yi Chen and Jing Dong. 

 

 

Other Publications: 

“Happy Family: Investing for the Future”, with Carri Chan, Columbia Caseworks, Spring 2020. 

 

“States cannot fight coronavirus alone. The federal government must step up”, Fortune, March 21, 2020. 

 

 

Invited Seminars:  

MIT, Chicago Booth, Stanford, CREST, NYU Stern, Yale, Dartmouth Tuck, NBER Summer Institute IO, 

New York University, Kelly School of Business, University of Minnesota, Columbia University, Toulouse School 

of Economics, University of Wisconsin-Madison, University of California Los Angeles, Boston College, Penn 

State University, UCLA Anderson, Columbia Business School, LMU, University of Maryland, Department of 

Justice, McGill, HBS, USC Marshall, Stanford GSB, Boston University, MIT Sloan, Washington University St. 

Louis, UT Austin, UCL.  

 

 

Professional Service: 

Associate Editor for Management Science (2020-present) 

Associate Editor for Manufacturing & Service Operations Management (2021-present) 

 

Referee for: 

Quarterly Journal of Economics, Annals of Statistics, American Economic Journal: Microeconomics, Management 

Science, Operations Research, Manufacturing & Service Operations Management, Review of Industrial 

Organization, Journal of Finance, Journal of Economics & Management Strategy, Econometrica, Economics 

Letters, Rand Journal of Economics, Journal of Political Economy. 

 

 

PhD Students: 

 Initial Placement Graduation Year 

Pu He Two Sigma 2019 

Yiwen Shen HKUST ISOM 2021 

 

 

Outside Activities: 

None. 

 

 

 


