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We present a general framework to study the design of spare parts logistics in the presence
of 3D printing technology. We consider multiple parts facing stochastic demands, and adopt
procure/manufacture-to-stock versus print-on-demand to highlight the main difference of production modes featured in traditional manufacturing and 3D printing. A multi-class priority queue
with deterministic service times is employed to capture the intrinsic heterogeneity among spare
parts and reflect the operational details of 3D printing. To minimize long-run average system
cost, our model determines which parts to stock and which to print. We find that the optimal
3D printer’s utilization increases as the additional unit cost of printing declines and the printing
speed improves. The rate of increase, however, decays, demonstrating the well-known diminishing
returns effect. We also find the optimal utilization to increase in part variety and decrease in part
criticality, suggesting the value of 3D technology in tolerating large part variety and the value of
inventory for critical parts. By examining the percentage cost savings enabled by 3D printing,
we find that, while the reduction in printing cost continuously adds to the value of 3D printing
in a linear fashion, the impact of the improvement of printing speed exhibits S-shaped growth.
We also derive various structural properties of the problem and devise an efficient algorithm to
obtain near optimal solutions. Finally, our numerical study shows that the 3D printer is in general
lightly used under realistic parameter settings but results in significant cost savings, suggesting
complementarity between stock and print in cost minimization.
Key words: 3D Printing, Multi-Class Queues, (r, q) Policy, Spare Parts Inventory Management,
Supermodular Minimization

1.

Introduction

Three-dimensional (3D) printing, also known as additive manufacturing, originally designed and
used for rapid prototyping and tooling, and recently also for the production of functional parts, owns
a market of $5.93 billion in 2017, which is projected to reach $22.20 billion by 2022 with a compound
annual growth rate of 30.20% (Knowledge Sourcing Intelligence 2017). Different from traditional
manufacturing (also known as subtractive manufacturing), additive manufacturing builds parts
layer-by-layer based on 3D CAD (computer-aided design) file without the need for mold tooling,
1

jigs, fixtures or cutting tools. Due to its flexibility in small scale production and high customization
capabilities, 3D printing has been predicted as one of the disruptive technologies to impact the
global economy and supply chain management by 2025 (Manyika et al. 2013, Janssen et al. 2014).
Among the many industries that 3D printing may influence, the spare parts business appears to
be particularly relevant and promising. The manufacturing, storing, and transporting of spare parts
has long been a time-consuming and costly task for spare parts suppliers. Maintaining inventories
of infrequently ordered parts is so expensive that companies are often tempted to stop offering
them. 3D printing is one potential solution. According to an in-depth survey of 38 major suppliers
and buyers of spare parts in Germany by Strategy& in 2015 (Geissbauer et. al. 2017),
“this additive manufacturing technology, long used in the prototyping of new products, will enable suppliers to make and send parts on an on-demand basis – and do so locally, close to where the parts are needed
.... [R]espondents were in agreement that 3D printing will play a major role in the spare parts business.
However, not all were aware of the full benefits to be gained from 3D printing.”

3D printing spare parts on an on-demand basis can eliminate the parts inventory. However,
there are concerns from practitioners as well, which mostly center around three issues: cost how 3D printing impacts the cost formula, given that traditional manufacturing usually enjoys
economies of scale; speed - the printing time of current 3D printers (varies from hours to a couple of
days) is far from negligible, therefore it plays an important role in the trade-off between immediate
availability from inventory and waiting to be printed on demand; quality - whether the 3D printed
parts have comparable quality to those traditionally manufactured. Last but not least, the answers
to these concerns inevitably vary among different parts, given the inherent heterogeneity in their
specifications and criticality, as well as the capacitated nature of a 3D printer.
Our paper aims to provide a mathematical model that explicitly captures the dynamics of the
3D printing process, addresses the aforementioned issues and provides managers handy tools and
deeper understandings on spare parts logistics planning when 3D printing is feasible. Specifically,
we devise a model that helps decide, to offer the replacement service of multiple parts, whether to
use traditional manufacturing to supply part inventory in anticipation of demand or to 3D print
on demand. We want to understand how part dependent factors, such as printing time, criticality,
demand frequency, etc., influence the optimal decision.
We leverage our consulting experience with a global high voltage equipment manufacturer to
motivate the construction of the model, although the model itself is applicable to rather general
settings (See §3 for details). The global manufacturer we worked with plans to enter an emerging
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market, where the potential customers are utility firms. To serve the new market, one big issue
is how to supply service parts after equipment installations. The equipment typically consists of
many parts, for example, one type of transformer consists of 36 major molded parts. When a part
is broken or worn out, the equipment could stop working or underperform and hence needs a part
replacement service.
A typical way of supplying service parts is to hold spare parts inventory locally. Using this
approach, the company needs to procure parts from its long-term supplier located overseas, who
owns traditional manufacturing facilities. Due to geographic distance, the orders placed with the
supplier require a long lead time (one to two months) to arrive. Expedited shipping is economically
unrealistic and considered infeasible. This approach thus implies high inventory costs, especially
given that part variety is large and many parts’ inventory are slow-moving due to infrequent demands. To improve the status quo, the company looks into the option of locally 3D printing the
parts on demand.
The question thus narrows down to whether the manufacturer should stock or print any given
part. To answer this question, we recognize that each part is associated with a unique set of
parameters, including demand rate (part failure rate), criticality (the cost when a replacement part
is not immediately available, causing equipment outage or underperformance), cost and lead time
to procure from the overseas supplier, cost and time to 3D print, etc. If a part is procured to stock,
there are fixed and variable procurement costs, as well as linear inventory holding cost. If the part
is printed on demand, printing cost accrues on a per unit basis. The printing time is assumed to be
a part-dependent constant to capture the deterministic feature of the printing process (automated
with minimal labor requirement, see for example, §3.2.6 in Thomas and Gilbert 2014). Given the
set of parts to print, the operations at the 3D printer work as a single-server queueing system with
multiclass arrivals.
We call the system described above with both the stock option and the print option the hybrid
system; see §3 for details. Two extreme cases are also considered for comparison purposes: the
stock system in which all parts are stocked, and the print system in which all parts are printed.
We adopt the long-run average system cost as the performance measure. For the hybrid system, a
partition decision needs to be made that divides the parts into two exclusive sets: stock or print.
The resulting optimization problem is combinatorial and NP-hard.
To gain insights on the key determinants of the optimal 3D printer’s usage, in §4 we first
explore the case when all parts have identical parameters, which we refer to as symmetric parts.
This enables us to suppress part heterogeneity and single out the impact of printing technology
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characterized by printing rate and additional unit cost of printing (the difference between unit
printing cost and unit variable procurement cost), and also the impact of part characteristics such
as part variety (i.e., number of parts) and criticality. In this case, our model reduces to a onedimensional convex optimization problem, and we can obtain the optimal solution in closed form
(Proposition 1). Moreover, the explicit solution further leads to the following findings.
• Optimal printer utilization increases as the additional unit cost of printing decliness and
the printing rate improves. But the rate of increase decays, confirming the well-known diminishing returns effect (Corollaries 1 and 2). It is also increasing in part variety and converges
to its upper bound (utilization in the print system), see Proposition 2. It is numerically observed that the optimal printer utilization decreases in part criticality, suggesting the value of
inventory for critical parts in providing immediate availability. However, the decreasing trend
weakens very fast as aggregate demand rate decreases or printing speed increases (§4.2).
• Value of 3D printing, defined as the percentage cost savings enabled by 3D printing, also
increases as the additional unit cost of printing declines and the printing rate increases. When
the additional unit cost of printing declines to a certain level, the increase becomes linear. As
the printing rate improves, we numerically observe the increase to be first convex and then
concave. Therefore, with the future advancement of 3D technology, the reduction of printing
cost will continuously add to the value of printing, while the improvement of printing speed
will at first greatly enhance the attractiveness of the technology, but additional speed-ups will
have reduced impact when the printer already has large capacity. In addition, we confirm
the value of 3D printing to be increasing in part variety and numerically observe it to be
decreasing in part criticality.
To better understand the structure of optimal partition, we examine various more general
settings in §5 where the parts share some parameters, i.e., they are partial symmetric parts. A few
nice structures of the optimal partition are identified. In particular, when the parts
• differ only in printing rate, the optimal partition follows a threshold structure, and can be
characterized by a threshold part index (Proposition 3). To find this threshold, one only
needs to examine a few partitions (Proposition 4). Moreover, this structure carries over to
nondecreasing demand rates under mild conditions.
• differ only in demand rate, the optimal partition must belong to the class such that for any
given aggregate demand for the 3D printer it allocates as many parts to print as possible
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(Proposition 5). This way, the 3D printer is used to cover the robust parts that are infrequently demanded.
• differ in both printing rate and demand rate, it is cost effective to reduce the printing time
of the more vulnerable part (by investing in, e.g. improving part design or its printing
configuration), and to improve the quality of the part (i.e., to lower its demand rate) with
longer printing time (Proposition 6).
• differ only in criticality, we show that the optimal partition may not follow a naturally conjectured threshold policy (Proposition 7).
In §6, we study the most general setting where parts can be arbitrarily heterogeneous, with the
aim to provide a simple approximate solution. We show that the hybrid system cost, as a function
of the print set (the set of parts to be printed on demand), is supermodular (Proposition 8). This
enables us to propose a recursive algorithm to obtain a partial optimal partition (§6.1). We further
devise a greedy type algorithm that complements the recursive algorithm in finding a heuristic partition (§6.3). The computational complexity of calculating the heuristic is bounded by a quadratic
function of the number of parts (Proposition 10), demonstrating the heuristic’s computational efficiency. Through extensive numerical experiments with realistic parameter settings in §6.4, we find
the heuristic performs surprisingly well - it attains the optimal partition in all of the 1152 instances
we examined: in 98.3% of all instances, the recursive algorithm alone leads to the optimal partition,
and in the other 1.7% instances, the greedy type algorithm perfectly complements the recursive
algorithm.
The numerical results also confirm that 3D technology can yield meaningful and sometimes
significant cost savings across a wide range of model parameters – with a maximum of 43.8% and an
average of 5.0% cost reduction from the stock system. Moreover, we observe that, under the optimal
partition, the 3D printer’s utilization is relatively low, with an average of 16.2% of its maximal
utilization. The combination of cost reductions and low printer usage suggests complementarity
between stock and print in cost minimization; it also shows that the well documented operations
principle of “a little flexibility goes a long way” applies in this context too.
Finally, §7 explores multiple extensions of the model and discusses future research directions.
All proofs are included in the appendix.
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2.

Literature Review

Spare parts inventory management has been studied extensively in the literature; see reviews by
Kennedy et al. (2002) and Muckstadt (2005). Many models concern repairable parts and use
system oriented service constraints such as system availability, expected number of backorders
over all spare parts, etc.; Basten and Van Houtum (2014) provide a comprehensive survey. We
consider replaceable parts as in Kim et al. (2010), who examine the performance-based contracts
in restoration outsourcing to mitigate infrequent but high-impact disruptions. We measure itembased inventory level and backorders as well as the expected waiting time in the queue at the
3D printer, with the goal to minimize the total system cost. While the majority of the literature
concern where and how much to stock a single part in multiple locations, we consider multiple
parts in a single location. Our focus is on optimal source selection strategy (manufacture/procure
to stock v.s. print on demand). Cohen et al. (1992) also study replaceable parts, but with a
different framework and focus. They consider the inventory management of spare parts with two
types of demand: customer demand with higher priority and normal replenishment demand with
lower priority. With approximate cost functions and service level constraints, they develop greedy
heuristic algorithm in solving for the appropriate (s, S) policy for each part’s inventory control.
Another related research stream focuses on mass customization as a competitive advantage; In
this stream, the following two works are most related to ours. Mendelson and Parlakturk (2008)
considers a mass producer who carries inventories of a finite set of products by following an (r, q)
policy with a positive lead time, and a mass customizer who makes any product configuration
to order, modeled as an M/M/1 queue under the FCFS priority rule. Using a duopoly game
the authors identify conditions under which mass customization is advantageous. Alptekinoglu and
Corbett (2010) examine the leadtime-variety tradeoff for a firm in choosing between mass production
and mass customization. They show that unimodal preferences generally result in hybrid product
lines, whereas under uniform preferences either all-custom or all-standard product lines are optimal.
Although our model share some similarities with this body of literature, the details and focuses
are very different. While these works consider product line design with horizontally differentiated
products and endogenous demands, we assume a given set of intrinsically different products with
exogenous demands. Moreover, we employ a multiclass M/D/1 priority queue to capture product
heterogeneity and operational details of mass customization.
Our work is related to but different from the literature on MTS (make-to-stock) versus MTO
(make-to-order) production for a multiproduct firm, see Arreora-Risa and DeCroix (1998), Dobson
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and Yano (2002), Rajagopalan (2002), Gupta and Benjaafar (2004), Netessine and Taylor (2007),
and the references therein. The central issue of these studies is to decide which products to MTS and
which to MTO in a single production facility (modeled as a single-server queue). Our framework
is fundamentally different in that the stock or print decision is to be made between an exogenous
source (MTS) and an endogenous source (MTO). While the print option in our model is the same
as MTO, the stock option is not the same as the MTS mode in the aforementioned literature,
because the stocked parts are manufactured/procured from an exogenous source, i.e., they do not
share the same facility with the printed parts.
To the best of our knowledge, our framework is among the first analytical models to study the
impact of 3D printing in the Operations Management literature. We are aware of only a few other
recently completed works in this domain. Specifically, Westerweel et al. (2016) examine the impact
of additive manufacturing on component design. Through a lifecycle cost analysis, they conclude
that component reliability overweighs the component design costs and production costs. Dong et
al. (2016) compare the impact of 3D printing and traditional flexible technology on assortment
and capacity decisions. Chen et al. (2017) consider a dual channel retail setting and examine
the impact of 3D printing on product offering, pricing and inventory decisions. Sethuraman et
al. (2018) employ game theory to model the product and pricing decisions of firms when personal
fabrication (a firm sells products’ design and lets the customers manufacture the product with
personalized quality using 3D printing) is available. We instead focus on the impact of 3D printing
on spare parts logistics design (stock or print) and model the operational details of 3D printing
process. We do not consider assortment planning or competition, although our modeling of 3D
printing’s operational details has the potential to aid assortment decisions. We assume the 3D
printer’s capacity as given, however, the optimal printer utilization obtained from our model sheds
light on capacity investment decisions. While most of the above work examine a static model with
one selling season, we study a dynamic system with stationary parameters.

3.

Model and Preliminaries

We consider logistics planning for m types of spare parts, indexed by i ∈ M = {1, ..., m}. The
replacement demand for one unit of part i arrives according to a Poisson process with rate λi .
The demands for different parts are independent of each other. We refer to m as the part variety,
P
λ ≡ (λ1 , ..., λm ) the demand composition, and λM ≡ i∈M λi the aggregate demand rate.
Throughout the paper, we use a bold letter to indicate a vector, e.g., x = (x1 , ..., xm ) = (xi ) –
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the dimension of a vector is m unless otherwise specified. We write x ↑ i if x1 ≤ x2 ≤ ... ≤ xm , and
x ↓ i if x1 ≥ x2 ≥ ... ≥ xm . For any subset A ⊆ M, we write xA = (xi , i ∈ A) as the subvector of
x restricted to set A. Let N denote the set of nonnegative integers and R the set of real numbers.
Sourcing Options
There are two ways to supply any given part i.
• Stock. The first way is to procure the part from (an) overseas supplier(s) with a continuous
random lead time Li and keep it in stock locally in anticipation of future demand. We assume
the replenishment lead times for different orders are sequential and exogenous, i.e., the orders
do not crossover and the lead times have a common distribution (see Chapter 7 of Zipkin
2000 for details). For each replenishment order, there is a fixed procurement cost Ki . The
per unit variable procurement cost is c̃i . The per unit holding cost rate is hi . Whenever a
demand for part i cannot be met immediately, the demand is backlogged at a unit backorder
cost rate bi until it is satisfied.
• Print. The second way is to use a 3D printer to print on demand locally with a deterministic
printing rate µi . The per unit cost associated with printing (including materials cost, pre/post
processing, machine depreciation, etc. See, for example, Atzeni and Salmi 2012 for detailed
assessments) is ĉi . Let ci = ĉi − c̃i be the additional unit cost of printing. Without loss of
generality, we normalize c̃i to be zero unless otherwise specified. Then ĉi = ci . Note that ci
could be negative, representing printing being cheaper. The per unit waiting cost rate at the
printer is also bi .
The system we have described is illustrated in Figure 1. We call it the hybrid system. We say a
part parameter of a system is symmetric if all parts share the same value for this parameter. We
say a system has increasing demand composition if λ ↑ i.
For ease of presentation, we have leveraged our consulting experience to illustrate the model,
however, our model is not restricted to the above interpretations and can be applied to a broad range
of contexts. For instance, instead of being the transportation lead time from an overseas supplier,
Li can also be interpreted as the traditional manufacturing lead time from a local manufacturer.
In addition, our model can also be used by spare part suppliers to determine which spare parts to
continue offering (the stock option), and which are discontinued (the print option). For example,
once an antique part is needed, it can be 3D scanned and printed on demand. Therefore, our study
sheds lights on the impact of 3D printing on spare parts logistics from a rather general perspective.
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Figure 1: Hybrid System
Objectives and Decision Variables
Our objective is to minimize the long-run average cost. To achieve this goal, we face two types of
decisions. First, we need to decide from which source to supply any given part i, i.e., to stock or to
print. This leads to a partition: M = S ∪ P. For any i, i ∈ S means to stock part i by procuring
it exclusively from the overseas supplier, and i ∈ P means to print part i on demand. In the rest
of the paper, we will also refer to S (P) as the stock (print) set.
Once a partition S ∪ P is determined, the second decision to make is how much inventory to
stock for the parts in S, which face single stage continuous review inventory systems with backlogs
and fixed procurement cost, so the (r, q) policy is optimal here (see Veinott 1965 and Zipkin 2000).
Therefore we assume it is adopted for parts in S. Denote the policy as (ri , qi ) for part i and use
(rS , qS ) to denote the vector consisting of inventory policies for all parts in S.
Let 2M denote the power set of M, then given any P ∈ 2M , S is uniquely determined by
S = M \ P. Hence throughout the paper, we use P as the decision variable representing a partition
unless otherwise specified. There is a slight abuse of notation here, as P is used to both represent
a set and a partition. To differentiate the contexts, when we mean the partition, we say “partition
P”, and when we mean the set, we simply say “P”. To summarize, the two types of decision
variables are the partition P ∈ 2M , and the inventory policy (rS , qS ) ∈ Nm−|P| × Nm−|P| . For
simplicity, we refer to any given pair (P, rS , qS ) as a policy.
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Local Inventory
Given any partition P, following the standard inventory theory (see, e.g., Zipkin 2000, Chapter 6),
we have the following facts. Denote Ji (y) as the average inventory holding and backorder cost for
part i ∈ S, when a base-stock policy is adopted with base-stock level y. Then it is well known that
Ji (y) = hi E[(y − Di )+ ] + bi E[(Di − y)+ ],

(1)

where Di is the lead time demand of part i.
The expected long-run average cost for stocking part i under policy (ri , qi ) can be expressed as
the simple average of q base-stock system costs:
P i +qi
qi
λi Ki + ry=r
J (y)
λi Ki
1 X
i +1 i
Ji (ri + x) +
=
.
Ci (ri , qi ) =
qi
qi
qi
x=1

For any fixed qi , Ci (ri , qi ) is convex in ri . Let ri∗ (qi ) be its smallest minimizer, i.e.,
Ci∗ (qi ) = min Ci (ri , qi ) and ri∗ (qi ) = min{ri |Ci (ri , qi ) = Ci∗ (qi )}.
ri

(2)

Then, ri∗ (qi ) is the optimal reorder point for the given qi . The optimal order quantity is thus
qi∗ ≡ arg minqi Ci∗ (qi ) and the optimal reorder point is ri∗ ≡ ri∗ (qi∗ ). Let Ci∗ ≡ Ci (ri∗ , qi∗ ), which is
the optimal average inventory cost for part i ∈ S. For brevity, thereafter we refer to Ci∗ the average
P
stocking cost for part i, and i∈S Ci∗ the total average stocking cost under partition P = M \ S.
Note that the value of (ri∗ , qi∗ ) is independent of partition, and that it is sufficient to only consider
the policy (P, r∗S , q∗S ) for any given P. This enables us to concisely represent a policy by the
partition P.
Dynamics at the 3D Printer
The dynamics at the 3D printer can be viewed as a single server queueing system with multi-class
arrivals, where each (type of) part corresponds to a class of arrival. For any given partition P,
the arrival process to the 3D printer is thus the superposition of independent Poisson arrivals of
replacement requests for parts in P, with part i’s demand rate λi . Consequently, the 3D printer
works as an M/D/1 system with multi-class arrivals. In such a system, the classic cµ-rule is the
optimal scheduling rule, with the backorder cost rate bi being the “c” in the cµ-rule, see, e.g., Van
Mieghem (1995). Formally, we have
Lemma 1 For any given partition P, the optimal scheduling rule is to print the waiting jobs with
the highest index bi µi .
In the rest of the paper, without loss of generality, we assume the indices in M to be ranked
according to the decreasing sequence of bi µi , i.e., (bi µi ) ↓ i. Also, with the linear cost rate, the
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printing sequence within a class does not affect the system cost. Therefore we assume that within
each class the parts are printed in a first-come-first-served order.
The 3D printer’s utilization, as a function of the partition P, is:
X
λi
ρ(P) ≡
ρi , where ρi ≡ .
µi

(3)

i∈P

To ensure the queueing system to be stable, we assume the stability condition that the maximum
utilization ρ̄ ≡ ρ(M) < 1. From the theory of priority queues (see, for example, page 440 in Wolff
1989), the average waiting time of class i printing job, as a function of the partition P, is:
P
1
j∈P ρj /µj
P
P
E[Wi (P)] =
(4)
+ , for i ∈ P,
2(1 − k≤i,k∈P ρk )(1 − k<i,k∈P ρk ) µi
where the first term is the average waiting time in the queue and the second is the printing time.
The long run average cost of waiting and printing for part i (i.e., class i printing jobs) is then
Gi (P) = (bi E[Wi (P)] + ci ) λi .

(5)

For brevity, thereafter we refer to Gi (P) as the average printing cost for part i under partition P
P
and i∈P Gi (P) the total average printing cost under partition P. Intuitively, the larger P is, the
more congested the printer becomes, which will result in higher average printing cost for each part
in P. This is confirmed in §4 and §5, and formally stated in Lemma 2(a) of §6.1.
The Optimization Problem
To summarize, for any given partition P, the long-run average cost of the hybrid system is
X
X
CH (P) ≡
Ci∗ +
Gi (P).

(6)

i∈P

i∈M\P

The optimization for the system is then to identify the optimal partition
P ∗ = argminP∈2M CH (P).

(7)

Let S ∗ = M \ P ∗ . The optimal partition achieves the optimal balance between overall stocking
and printing costs across all parts. While the marginal effect of moving one part (say part i) from
stock to print on overall stocking cost is readily given (−Ci∗ ), that effect on increasing the overall
printing cost is more intricate. Lemma 2 and Proposition 8 in §6.1 provide more insights on this.
It is worth mentioning two extreme systems, which can serve as benchmark to gain understanding of the value of 3D printing and optimal printer usage:
(a) Stock system, in which all parts are to stock. This corresponds to P = ∅. By (6), the long run
average cost of the stock system is given by
CS ≡ CH (∅) =

X
i∈M
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Ci∗ .

(8)

(b) Print system, in which all parts are to print. This corresponds to P = M. By (6), the long run
P
average cost of the print system is CP = CH (M) = i∈M Gi (M).
Because each of these cases is feasible, we obtain a natural upper bound for the hybrid system
cost: CH (P ∗ ) ≤ min{CS , CP }.

4.

Symmetric Parts

In this section, we consider special hybrid systems with all parameters being symmetric across
parts. The perfect symmetry in parameters enables us to obtain complete characterization of the
optimal partition. This also allows us to suppress the subscripts for all parameters, e.g., λi = λ.
In this case, ρ̄ =

mλ
µ

and it can be verified that
∗

CH (P) = (m − |P|)C +

2
ρ̄
m |P|
b
ρ̄
2(1 − m
|P|)

+

bρ̄
|P| + cλ|P|,
m

(9)

where the first term in the right hand side of (9) is the total average stocking cost and the rest
terms are the total average printing cost. Note that ρ(P) =

|P|
m ρ̄,

then by (9), CH can be viewed

as a function of ρ:


b
ρ2
mC ∗
CH (ρ) = ·
+ b + cµ −
ρ + mC ∗ .
2 1−ρ
ρ̄
In this way, we convert the original discrete and combinatorial problem in (7) into a one-dimensional
continuous optimization problem. In fact, we can further show convexity of the problem and
explicitly solve for the optimal printer utilization, denoted as ρ∗ . Moreover, we find that a key
determinant of ρ∗ is
C ∗ /λ − c
,
b/µ
which is the ratio between the per unit cost of stocking a part (adjusted by the production cost
ψ≡

difference) and the per unit waiting cost of printing a part without any congestion.
We can also assess the value of 3D printing by quantifying the percentage cost reduction of
hybrid system under optimal partition compared to the stock system. Note that the stock system
cost is CS = CH (0) = mC ∗ , therefore we define the value of 3D printing as


b
(ρ∗ )2
1 cµ + b
∗
VP ≡ (CS − CH (ρ∗ ))/CS =
−
ρ
−
·
.
ρ̄
mC ∗
2mC ∗ 1 − ρ∗
Proposition 1 below presents the results for above discussion.

(10)

Proposition 1 Assume all part parameters in the hybrid system are symmetric, then CH (ρ) is
convex in ρ, and the optimal partition P ∗ satisfies
µ
|P ∗ | = ρ∗ .
λ
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(11)

Specifically, we have
(i) if ψ < 1, then ρ∗ = 0, |P ∗ | = 0, Vp = 0;
(ii) if ψ >

1
2



1+

1
(1−ρ̄)2



, then ρ∗ = ρ̄, |P ∗ | = m, Vp = 1 −

(iii) if else, then ρ∗ ≈ ρ̂ ≡ 1 −

√ 1
,
2ψ−1

|P ∗ | ≈

µ
λ ρ̂,

VP ≈



λ
C ∗ (c
1
ρ̄

−

+ µb ) −

cµ+b
mC ∗



b
2mC ∗

ρ̂ −

·

b
2mC ∗

ρ̄2
1−ρ̄ ;

·

(ρ̂)2
1−ρ̂ ,

where the

approximations are in the sense of integer rounding.1
The intuition behind the first if condition in Proposition 1 is that, if the per unit cost of the
stock option is less than that of printing on demand in the best scenario (i.e., no congestions),
then the stock system is optimal. The second if condition dictates that, if the per unit cost of the
stock option is more expensive than that of printing on demand in the worst scenario (i.e., when
the printer utilization reaches its upper bound ρ̄ so that congestion is maximized), then the print
system is optimal. Otherwise, a pure hybrid system is optimal.
Note that the optimal printer utilization is always bounded above by that in the print system
(ρ̄ = λM /µ). Therefore the former must be low when the aggregate demand λM is low. When
λM is high, by Proposition 1, the value of optimal printer utilization is determined by ψ via
√
ρ∗ ≈ 1 − 1/ 2ψ − 1, which is an increasing function of ψ. For example, for any hybrid system with
symmetric parts and ψ no larger than 1.28, its optimal printer utilization can never exceeds 20%.
Next we analyze the impact of key parameters on the optimal partition, printer utilization and
value of 3D printing. To highlight the impact of 3D printing, we focus our discussions on the
parameters related to 3D technology and part characteristics, holding the parameters associated
with the traditional technology (i.e., L, K and h) as given. If the interest is to understand which kind
of traditional logistics system can enjoy the greatest impact of 3D printing, we can similarly reorient
our discussion in that direction (in that case, we can employ the closed-form approximation of C ∗
in the literature, see, e.g., Zipkin 2000, to express C ∗ in terms of the model parameters L, K, h, b
and λ. In particular, C ∗ increases in all these parameters).

4.1

Printer Characteristics

Printing Cost. The additional unit cost of printing c only contributes to each part’s average
printing cost. By (11), the dependency of P ∗ and ρ∗ on c varies only by a constant factor µλ . Define


∗
∗
b
1
c = Cλ − 2µ
1 + (1−ρ̄)
and c̄ = Cλ − µb . We have the following results.
2
Actually ρ∗ = arg minρ=ρ1 ,ρ2 CH (ρ), where ρ1 ≡ µλ b µλ ρ̂c and ρ2 ≡ µλ d µλ ρ̂e, b·c and d·e are the rounding down and
up operators, respectively. Please see the proof in Appendix for details.
1
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Corollary 1 Assume all part parameters are symmetric. As the additional unit cost of printing
c declines, both the optimal printer utilization ρ∗ and the value of 3D printing Vp increase. In
particular, when c > c̄, ρ∗ = Vp = 0; when c ≤ c ≤ c̄, ρ∗ ≈ ρ̂ and ρ̂ is increasing concave as c
declines; when c < c, ρ∗ = ρ̄, and Vp increases linearly as c declines at rate

λ
C∗ .

By Corollary 1, as c falls below a certain threshold, the optimal utilization becomes positive
and increases as c continues to decline, but at a slower rate, exhibiting the well-known diminishing
returns effect. Figure 2 illustrates Corollary 1 in a numerical example.

𝜌∗ = 𝜌̅

𝜌∗ ≈ 𝜌&

(a) Impact of c on ρ∗ and ρ̂

(b) Impact of c on Vp

Figure 2: Impact of c on Printer Utilization and Value of Printing
Printing Rate. The printing rate µ also contributes solely to each part’s average printing cost.
Note that by (11), as µ varies,

|P ∗ |
ρ∗

=

µ
λ

also changes, i.e., |P ∗ | and ρ∗ no longer differ by a constant.

We further have the following properties.
Corollary 2 Assume all part parameters are symmetric. (a) As printing rate µ increases, the size
of optimal print set |P ∗ | and the value of 3D printing Vp increase; (b) ρ̂ is increasing concave in µ
on [ C ∗b , ∞); (c)
λ

−c

µ
λ ρ̂

is increasing concave in µ on [ C ∗b ,
λ

−c

2b

C∗
−c
λ

], and increasing convex in µ on

[ C ∗2b , ∞).
λ

−c

Corollary 2(a) confirms that as printing rate improves, both the optimal print set and the value
of 3D printing expand. The optimal utilization, however, does not necessarily increase as well
because for a given partition, the printer utilization decreases in printing rate. On the other hand,
Corollary 2(b) shows that it generally follows an increasing concave trend as µ grows in the medium
range, demonstrating the diminishing returns effect. Figure 3(a) illustrates these observations. By
Corollary 2(c) and (11), the optimal print set expands at a decreasing rate first and then an
14

𝜌∗ = 𝜌̅

𝜌∗ ≈ 𝜌$

(a) Impact of µ on ρ∗ and ρ̂

(b) Impact of µ on Vp

Figure 3: Impact of µ on Printer Utilization and Value of Printing
increasing rate when µ grows in the medium range. We also numerically observe the value of 3D
printing to be increasing convex when µ is low, and increasing concave when µ is high, although
we cannot prove this analytically, see Figure 3(b).

4.2

Part Characteristics

Part Variety. As 3D printing enables single unit production and eliminates inventory, we expect
it to be particularly valuable when part variety is large. To isolate this impact, we fix the aggregate
demand rate λM as m varies. Intuitively, each part’s demand becomes more infrequent as m grows,
making the stock option costly with expenses in fixed procurement cost and inventory holding. The
first result in the following proposition confirms this intuition. To mark the dependence on m, we
write the stock system cost in (8) as CS ((r∗ (m), q ∗ (m))|m) where (r∗ (m), q ∗ (m)) is the optimal
(r, q) policy for each part when part variety is m.
Proposition 2 Assume all part parameters are symmetric. As the part variety m increases while
the aggregate demand rate remains the same, we have (a) The stock system cost CS (r∗ (m), q ∗ (m)|m)
increases. When K = 0, there is limm→∞ CS (r∗ (m), q ∗ (m)|m) = bλM l; (b) The print system cost
CP =

b
µ

+c+

b
2µ(µ−1) ,

which is independent of m. (c) For the hybrid system, the optimal printer

utilization ρ∗ , ρ̂, and the value of printing Vp all increase. Moreover, limm→∞ ρ∗ = ρ̄.
Figures 4 numerically demonstrate these results. Figure 4(a) compares the system costs as m
increases from 1 to 9 when there is a positive fixed procurement cost. As expected, the cost of the
print system is independent of part variety. On the other hand, the cost of the stock system keeps
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climbing, and the increasing trend will be endless as larger part variety translates into higher total
fixed procurement cost. The optimal hybrid system cost, however, is bounded by that of the print
system. In particular, the stock system is optimal when part variety is extremely low (≤ 2); when
m is moderate (2 < m < 6), the hybrid system is optimal; as m continues to grow (m ≥ 6), the
print system is optimal.
By Proposition 2(a), we know that as m grows, the increase of stock system cost will not
be endless when K = 0. Instead, it converges to the constant bλM l. This is because once m
increases to be large enough to have P (D = 0) = e−λM l/m ≥

b
b+h ,

the optimal reorder point r∗ (m)

equals minus one (corresponding to zero base-stock level) and remains constant as m continues to
increase. Using the same set of parameters as in Figure 4 (a) except for letting K = 0, Figure 4(b)
demonstrates that, the speed of convergence to this constant is extremely slow – the stock system
cost does not stop increasing until m expands to almost 400. Thus, the system keeps at least one
unit of inventory for each part to hedge against the very small failure probability for a huge range
of m. Therefore, even without fixed procurement cost, the advantage of 3D printing in tolerating
large part variety is significant.

(a) K = 20

(b) K = 0

Figure 4: Impact of m on Optimal System Costs
Note that though, if we allow the aggregate demand rate to grow together with part variety, Corollary 2 may no longer hold. For example, let m and λM increase proportionally such
that

λM
m

stays constant and all other parameters remain the same as before. Thus C ∗ stays con-

stant. By Proposition 1, if C ∗ <

λM
m (c

+ µb ) holds, then no matter how large m and λM are,


b
1
M
ρ∗ = 0; otherwise, ρ∗ = ρ̄ for small m and λM such that C ∗ > λm
c + 2µ
(1 + (1−ρ̄)
)
holds,
2
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and as m and λM increase, ρ∗ = ρ̄ = λµM increases linearly until it hits the tipping point of


1
b
1
M
C ∗ ≤ λm
c + 2µ
(1 + (1−ρ̄)
2 ) , which is inevitable noting that (1−ρ̄)2 increases to infinity as λM
approaches µ. After the tipping point, ρ∗ stays constant as m and λM continue to grow, i.e., the
extra demand due to the increase of λM is all assigned the stock option.
Criticality. The backorder/waiting cost b reflects the criticality of parts and impacts both the
stock and print options. As b increases, waiting cost at the 3D printer increases, and the average
inventory cost C ∗ also increase. Therefore the impact of b on ρ∗ and |P ∗ | is not straightforward.
Intuitively, as b increases, the stock option can leverage higher reorder point and order quantity to
reduce the chance of stockout, making the stock option worsening at a lower speed than the print
option. This is numerically confirmed, see Figure 5. As b increases, ρ∗ and Vp gradually drop to
zero, suggesting the value of inventory for critical parts in providing immediate availability. The
decreasing trend, moreover, dampens very fast as λM decreases or µ increases. Figure 6 illustrates
this dynamic for the optimal print set. The intuition here also motivates us to conjecture that,
when parts differ in their criticality, the more critical ones should be stocked rather than printed.
However, as we show in §5.3, this is not true in general.

(a) Impact of b on ρ∗ and ρ̂

(b) Impact of b on Vp

Figure 5: Impact of b on Printer Utilization and Value of Printing

5.

Partial Symmetric Parts

In this section, we consider hybrid systems with some parameters being symmetric.
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(a) Impact of b on |P ∗ | as λM decreases

(b) Impact of b on |P ∗ | as µ increases

Figure 6: Impact of b on Optimal Partition as Aggregate Demand Rate/Printing Rate Varies

5.1

Heterogeneous Printing Rate

First, we assume that all part parameters are symmetric except for µi , and suppress the subscripts
for the common parameters. In particular, Ci∗ is homogeneous for all i and denoted as C ∗ . Since
(bi µi ) ↓ i, with common bi = b, we have (µi ) ↓ i. Define Pi = {1, ..., i} with P0 = ∅. We have
Proposition 3 Assume all part parameters are symmetric except for µi . Then (a) if i ∈ P ∗ , then
j ∈ P ∗ for all j ≤ i with µj > µi . (b) there exists an index i0 ∈ M ∪ {0} such that the partition
Pi0 is optimal. Moreover, if the printing rates are strictly different, i.e., µ1 > ... > µm , then the
partition Pi0 is the unique optimal partition.
Thus, if the parts only differ in printing speed, the optimal partition P ∗ for (7) is characterized
by a single index i0 . That is, all parts with printing rates no slower than µi0 should be printed
and all others should be stocked. As a result, we can restrict the optimization over the thresholdindex partitions to identify P ∗ . This reduces the searching space from 2M partitions to only m + 1
partitions, slashing the time complexity from exponential to linear. The next result shows that we
do not even need to examine all threshold-index partitions to find i0 . Define G0 (·) = 0, and denote
X
X
∆i =
Gj (Pi ) −
Gj (Pi−1 )
j∈Pi

j∈Pi−1

to be the increment in the total average printing cost when the print set is augmented by part i.
Proposition 4 Assume all part parameters are symmetric except for µi . Then (a) ∆i increases
in i and the threshold index i0 in Proposition 3 is given by the largest integer i ∈ M ∪ {0} that
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satisfies ∆i ≤ C ∗ ; (b) i0 = 0 if and only if C ∗ < ∆1 = G1 (P1 ); (c) i0 = m if and only if C ∗ ≥ ∆m .
Proposition 4 (a) shows that the cost increment for the marginal part to print is increasing as
the threshold index grows. Therefore once the increment is about to exceed the reduction of cost
for the parts to stock, the optimal threshold index is identified. Proposition 4 (b) and (c) provides
necessary and sufficient conditions that dictate when the hybrid system reduces to two extreme
cases: P ∗ = ∅ and P ∗ = M. Specifically, there are two thresholds that are functions of system
parameters. If the optimal cost to stock a part (C ∗ ) is cheap enough (below ∆1 ), then it is optimal
to stock all parts. If it is too expensive (exceeds ∆m ), then all parts should be printed. Otherwise,
both options are utilized.

Increasing Demand Composition
Most of the previous results in §5.1 can be extended to allow increasing demand composition provided that printing is not too cheap. The following corollary presents these results in detail.
Corollary 3 Assume increasing demand composition (λ ↑ i), and all other part parameters are
symmetric except for µi . Define C0∗ = 0. If
∗ 
Ci∗ − Ci−1
,
(12)
λi − λi−1
i∈M\{1} s.t. λi −λi−1 >0
then (a) There exists a threshold-index partition Pi0 that is optimal, where i0 ∈ M ∪ {0}; (b) If for



c≥

max

every i ∈ M \ {1}, at least one of the following two inequalities hold strictly:
∗
C ∗ − Ci−1
ρi−1 ≤ ρi ,
c≥ i
,
(13)
λi − λi−1
then the partition Pi0 is the unique optimal partition. (c) ∆i − Ci∗ increases in i and the threshold
index i0 is given by the largest integer i ∈ M ∪ {0} that satisfy ∆i − Ci∗ ≤ 0.

5.2

Heterogeneous Demand Rates

Next, assume all parts differ only in λi . Define the aggregate demand rate for the 3D printer as
P
λP ≡ i∈P λi . Then it can be verified that


X
b
(λP /µ)2
Gi (P) = b
+ λP
+c ,
(14)
2(1 − λP /µ)
µ
i∈P

which depends on the partition P only through λP . And the following result holds.
Proposition 5 Assume all part parameters are symmetric except for λi , then the optimal partition
must satisfy the following necessary condition:
P ∗ = arg

max

P∈2M s.t.λP =λP ∗
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|P|

(15)

Proposition 5 enables us to restrict the searching region of the optimal partition to only the
partitions that satisfy P = arg maxP 0 ∈2M s.t.λP 0 =λP |P 0 |. In other words, given the same aggregate
demand rate for the 3D printer, it is optimal to allocate as many parts to print as possible. This
way, the 3D printer is used to cover the more reliable parts with less frequent demand, and prevent
their more expensive average stocking cost. Note that Proposition 5 does not imply a threshold
type optimal partition by allocating the parts with failure rates lower than a certain threshold
to stock while the others to print, although seemingly intuitive. For example, consider five parts
with λ = {1, 2.1, 2.2, 5, 6}, then under appropriate selection of other common part parameters, the
partition {1, 3} could dominate all threshold type partitions.
If the parts differ in both demand rate and printing rate, the total average printing cost depends
P
not only on λP = i∈P λi , but also on the structure of demand composition λP = (λi )i∈P . This
can be seen by examining the print system, in which λP = λM , λP = λ. To mark the dependence
on λ, we denote the print system cost as CP (λ). We first introduce the notion of majorization.
Definition 1 (Majorization) (Müller and Stoyan 2002) For x and y in Rm , x ≤M y if and only
Pm
P
P
P
if (i) ki=1 x[i] ≤ ki=1 y[i] for k = 1, ..., m − 1, and (ii) m
i=1 y[i] , where (x[1] , ..., x[m] )
i=1 x[i] =
and (y[1] , ..., y[m] ) are the decreasing rearrangement of x and y.
The following result holds for the print system.
Proposition 6 Assume that all part parameters in the print system are symmetric except for
demand rate and printing rate. Consider two demand compositions λ and λ0 , (a) if λ ↑ i, λ0 ↑ i,
and λ ≤M λ0 , then CP (λ) ≤ CP (λ0 ); (b) if λ ↓ i, λ0 ↓ i, and λ ≤M λ0 , then CP (λ) ≥ CP (λ0 ).
Recall that the parts are indexed based on decreasing sequence of printing rate (since bi = b).
Proposition 6 suggests that, the print system cost is lower if the vulnerable parts (with more frequent
demands) are paired with faster printing rate. This implies that, given a demand composition (λ),
it is more cost effective to invest in reducing the printing time of the more vulnerable part (such as
improving part design or its printing configuration). Similarly, given the 3D printer’s capacity (µ),
it is more cost effective to improve the life-span of the part with slower printing rate. Note that if
we replace λ and λ0 with λP and λ0P , Proposition 6 also applies to the total average printing costs
in a hybrid system for given P and λP .

5.3

Heterogeneous Criticality

Now assume that all parts differ only in bi . Since (bi µi ) ↓ i, with common µi = µ, we have (bi ) ↓ i.
A higher bi implies higher backorder cost for the stock option and higher waiting cost for the print
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option. As the stock option has inventory as a lever against backorder, a natural conjecture is that,
under the optimal partition, the parts with higher bi should be stocked, while those with lower bi
should be printed. In other words, there is a threshold index i0 ∈ M ∪ {m + 1} such that the
c = ∅. Our numerical experiments
partition Pic0 −1 = M \ Pi0 −1 = {i0 , ..., m} is optimal with Pm

also support this conjecture - as criticality increases, the print option becomes less favorable (see
§4.4.3). However, we are not able to analytically prove this result. In fact, below we apply normal
approximation for the special case of two parts and no fixed procurement cost to show that the
optimal partition may not follow the aforementioned structure.
Consider m = 2 with b1 > b2 . Assume K = 0, then a base-stock policy is optimal (corresponding
to q = 1). See for example, Song (1994). Let FD (·) be the lead time demand distribution for each


i
part if stocked, then Ci∗ = hE((yi∗ − D)+ ) + bi E((D − yi∗ )+ ), where yi∗ = FD−1 bib+h
. Note that
P0c = {1, 2}, P1c = {2} and P2c = ∅. The above conjecture implies that the optimal partition must
be among these three partitions. Leveraging normal approximation for FD (·), the following result
shows that it is actually possible to have P ∗ = {1}, i.e., 1 ∈ P ∗ while 2 ∈
/ P ∗ , which contradicts
the conjecture.
Proposition 7 Assume m = 2, no fixed procurement cost, and the two parts differ only in bi . Let
E(L) and V (L) denote the mean and variance of lead time L. Under normal approximation of lead
q
time demand, we have P ∗ = {1} as long as σD ∈ (Γ1 , Γ2 ), where σD = λM E(L) + λ2M V (L), Γ1
and Γ2 are both independent of L, and Γ2 − Γ1 goes to infinity as λM approaches µ.

6.

General Parts

In this section we analyze the general parameter case. §6.1 establishes the supermodular property
of the system cost, which inspires a recursive algorithm to obtain partial optimal partition for (7).
§6.2 studies the case when queues at the 3D printer are negligible. §6.3 proposes a heuristic to
complement the recursive algorithm in §6.1. §6.4 numerically tests the heuristic performance and
evaluates the value of 3D printing.

6.1

Supermodularity and Partial Optimal Partition

The following results will be useful for later analysis.
Lemma 2 Given any two partitions P ⊆ P 0 , we have
(a) Gi (P) ≤ Gi (P 0 ), i ∈ P, where the inequalities are strict when P ⊂ P 0 ;
(b) for any k ∈ M \ P 0 , there is Gi (P ∪ {k}) − Gi (P) ≤ Gi (P 0 ∪ {k}) − Gi (P 0 ), i ∈ P.
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Lemma 2 (a) states that, part i incurs a higher average printing cost when the print set is larger.
This is due to a more congested 3D printer and consequently longer waiting times for part i. By
Lemma 2 (b), the marginal negative impact of switching a part from stock to print on the average
printing cost of an incumbent part is bigger when the original print set is larger. Mathematically,
this corresponds to a smaller denominator and a larger numerator in the first term of (4) when P
expands to P 0 . Leveraging Lemma 2, we obtain
Proposition 8 The set function CH (P) is supermodular in P.
Proposition 8 suggests that the parts in P are economic substitutes in determining the hybrid
system cost. Specifically, adding a part into a larger P leads to a greater overall cost increment.
This supermodularity in P arises from the properties of G functions in Lemma 2 . With more
incumbent parts to print, the 3D printer’s utilization becomes higher. Adding workload to a more
congested system inevitably results in larger augmentation in the waiting times for all parts in the
print set, resulting in higher increment in overall cost. See Appendix for more details.
Remark 1 Note that CH (P) = CH (M \ S), so CH can alternatively be viewed as a set function
of S. With this understanding, and leveraging Proposition 8, there is also that CH (M \ S) is
supermodular in S. In other words, the parts in S are also economic substitutes.
Remark 2 The supermodularity is replaced by convexity (which is stronger) in a symmetric system,
where CH becomes a convex function of |P|, see (9) and Proposition 1.
The next result follows from Proposition 8, which provides sufficient conditions for a part to
appear in S ∗ or P ∗ .
Proposition 9 (a) Let A ⊆ M be a known subset of P ∗ . For any k ∈ M \ A, if
X
X
Ck∗ ≤
Gj (A ∪ {k}) −
Gj (A),

(16)

j∈A

j∈A∪{k}

then k ∈ S ∗ . In particular, if Ck∗ ≤ Gk ({k}), then k ∈ S ∗ .
(b) Let A ⊆ M be a known superset of P ∗ . For any k ∈ A, if
X
X
Ck∗ ≥
Gj (A) −
Gj (A \ {k}),
j∈A

then k ∈ P ∗ . In particular, if Ck∗ ≥

(17)

j∈A−{k}

P

j∈M Gj (M)

−

P

j∈M−{k} Gj (M

\ {k}), then k ∈ P ∗ .

Using Proposition 9, we obtain the following Recursive Algorithm to identify subsets of S ∗
and P ∗ , denoted as NS ∗ and NP ∗ , respectively:
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Step 1. NS ∗ = NP ∗ = ∅.
Step 2. Let A = NP ∗ (A is a subset of P ∗ ).
for k ∈ M \ (A ∪ NS ∗ )
if (16) holds, k ∈ NS ∗ ; end.
end. go to Step 3.
Step 3. Let A = M \ NS ∗ (A is a superset of P ∗ ).
if A = ∅, terminate the recursive algorithm.
end.
for k ∈ A \ NP ∗
if (17) holds, k ∈ NP ∗ ; end.
end.
if (17) does not hold for any k ∈ A \ NP ∗ , terminate the recursive algorithm.
else go to Step 2.
end.
By the end of the recursive algorithm, if NS ∗ ∪ NP ∗ = M, the optimal partition is obtained with
S ∗ = NS ∗ , P ∗ = NP ∗ . In general, however, this does not always hold, and we devise a greedy type
algorithm to further partition the parts in M\{NS ∗ ∪NP ∗ }; see §6.3. In our numerical experiments,
the recursive algorithm attains the optimal solution in 98.3% of the 1152 instances (see §6.4).

6.2

Exact Solution when Queues are Negligible

In this subsection we show that the optimal partition can be fully characterized for the special
case of λM << µmin ≡ mini∈M µi , i.e., the aggregate demand rate is substantially smaller than
the slowest printing rate of all parts. In other words, the 3D printer’s capacity is large enough so
that it can almost always finish every job before the arrival of the next one. In this case, for any
P
M
partition P, ρ(P) = i∈P µλii ≤ µλmin
<< 1, and hence the possibility of a queue is negligible. This
is plausible when the 3D printer is very efficient or the demand arrival is rather intermittent. By
(3) and (4), we have
P
2
1
1
ρ(P)
j∈M λj /µj
E[Wi (P)] −
≤
≤
→ 0, as ρ(P) → 0.
µi
2(1 − ρ(P))2
µmin 2(1 − ρ(P))2
Essentially, under this parameter setting, the M/D/1 queue becomes equivalent to an M/D/∞
queue with all jobs starting to print upon arrival. Then (5) becomes Gi (P) = λi (ci + bi /µi ) ≡ ξi .
By (7), the system cost is now
CH (P) =

X
i∈M\P
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Ci∗ +

X
i∈P

ξi .

(18)

The optimal partition P ∗ is then given by
P ∗ = {i ∈ M, s.t. Ci∗ > ξi },

(19)

Basically, a part should be stocked if the cost (Ci∗ ) is cheaper than the print option (ξi ). By
eliminating the waiting time in the queue, the partition decision becomes separable in part and can
be obtained by weighing between the part’s stocking cost and printing cost. This simplification
also enables us to obtain closed form threshold index for the optimal partition when all parameters
are symmetric except µi . In this case, (19) readily implies P ∗ = {i ∈ M, s.t. µi >

b

C∗
−c
λ

},

i.e., the optimal partition follows a threshold structure, and the threshold index is given by i0 =
arg maxi∈M {µi >

6.3

b

C∗
−c
λ

}.

Heuristic Partition when NS ∗ ∪ NP ∗ 6= M

The recursive algorithm we proposed in §6.1 terminates with subsets of S ∗ and P ∗ : NS ∗ and
NP ∗ . As will be presented in §6.4, it turns out to perform very well in obtaining NP ∗ = P ∗ (with
NS ∗ ∪ NP ∗ = M) for most cases. When NS ∗ ∪ NP ∗ 6= M, we need to further partition the parts
in M \ {NS ∗ ∪ NP ∗ }. It is known that supermodular minimization (or equivalently submodular
maximization) problem is NP hard in general. However, the Data-Correcting algorithm proposed
in Goldengorin et al. (1999) produces either exact or approximate solutions to within a prescribed
accuracy bound and polynomial time. There are also algorithms in the literature that are much
faster in computation, although with a weaker performance guarrantee. Among them, the bidirectional greedy (BG) subgradient algorithm achieves relatively good approximation factor (1/3),
see Iyer (2015) for details. Inspired by those works, we propose a greedy type algorithm to obtain
a heuristic partition for the parts in M \ {NS ∗ ∪ NP ∗ }.
Greedy Algorithm to Partition M \ {NS ∗ ∪ NP ∗ }
The general idea behind this algorithm is to start from the partition S = M \ NP ∗ , P = NP ∗ . The
algorithm examines the impact of moving a part in S \ NS ∗ from S to P. The part that results in
the fastest reduction of system cost is identified, and is moved from S to P. This procedure repeats
until moving any part in S \ NS ∗ from S to P only increases system cost. The detailed algorithm
is laid out as below.
1. S = M \ NP ∗ , P = NP ∗ ;
2. Let k = argmini∈S\NS ∗ {CH (P ∪ {i}) − CH (P)};
if CH (P ∪ {k}) − CH (P) < 0, S = S \ {k}, P = P ∪ {k}; Go to Step 2;
else Go to Step 3;
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end;
3. Ph = P give the heuristic partition.
Leveraging the above algorithm, we can devise the following heuristic for the hybrid system.
First, apply the recursive algorithm. If NS ∗ ∪ NP ∗ = M, stop and P ∗ = NP ∗ ; else, apply the
greedy algorithm to obtain a heuristic partition Ph . The computational complexity of this process
is bounded above by the quadratic order of part variety as in the following result.
Proposition 10 Calculating Ph requires evaluation of at most

3(m2 +m)
2

partitions.

In comparison, exhaustive search to find the optimal partition requires evaluating 2m partitions.
Moreover,the performance of Ph is almost identical to optimal, as the recursive algorithm alone
ends up with the optimal partition for most instances; see §6.4.

6.4

Performance of Heuristic and Value of 3D Printing

We design a numerical study to examine the performance of the heuristic in Section §6.3. We also
leverage it to observe 3D printer’s optimal usage and assess the value of 3D printing.
First we introduce the numerical design. So far the unit variable procurement cost from the
overseas supplier c̃i has been normalized as zero (without loss of generality). To present a complete
context, we remove the normalization in this section. Use one week as time unit. Consider nine
parts, i.e., m = 9, which are divided into three groups with three parts in each group. There are
three levels of unit variable procurement costs: c̃i = $100, $500, and $1000, with one level for each
group, featuring cheap, medium and expensive parts. Consider ci = 10% · c̃i and 30% · c̃i , implying
3D printing being 10% and 30% more expensive than the stock option (the actual cost difference
depends on the production volumes of the traditonal manufacturing, and the percentages adopted
here fall into realistic range, see Figure 5 in Atzeni and Salmi 2012). Let Ki = $50, representing
the fixed procurement cost from the overseas supplier, such as overhead of personnel, packaging,
shipping, etc. Consider two levels of unit holding cost rate: hi = 15% · c̃i /52 and 35% · c̃i /52 (per
unit per week), representing 15% and 35% annual cost of capital due to interest, warehouse fee,
parts deterioration, etc. There are three levels of backorder/waiting costs: bi = $10, $100, $1000
(per unit per week), with one level for each group, representing the cost due to a part not being
replaced immediately, such as facility downtime, etc. We consider all six combinations of the
mapping between backorder/waiting costs and the part groups.
Consider five weeks of procurement lead time from the overseas supplier. i.e., L = l = 5. Set
two levels of aggregate demand rate: λM = 1 and 0.5, representing regular moving and slowing
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moving demand rates. Specifically, λM being 1 maps into 1 failure/week=52 failures/year, which
amounts to

52
9

≈ 6 failures per part per year for uniform demand composition, i.e., each part breaks

every other month on average; λM = 0.5 maps into approximately 3 failures per part per year,
i.e., each part breaks every four months on average. For each case of the aggregate demand rate,
consider four kinds of demand composition λ, where the first kind corresponds to uniform demand
composition with λi = λM /9, and in the rest of three kinds, one group of parts is paired with larger
rate of λM /6 while the other two groups with smaller rate of λM /12.
There are three levels of printing speeds: µi = 2, 6, 10, one level for each group, representing 0.5
week (3.5 days), 0.17 week (1.2 days) and 0.1 week (0.7 day) of printing times. The speed settings
here are comparable to those in a real-world case of F-18 Super Hornet fighter jet, whose parts
are 3D printed (Khajavi et. al. 2014). We consider all six combinations of the mapping between
printing speeds and the part groups. In total, there are 2 ∗ 2 ∗ 6 ∗ 2 ∗ 4 ∗ 6 = 1152 cases.
For each instance, we do the following calculations. We first compute the optimal partition of
the hybrid system by doing exhaustive search and then compute the heuristic partition Ph . We
evaluate the long-run average costs for the aforementioned policies for the hybrid system, and also
for the stock system. In addition, we keep records of the 3D printer utilizations in the hybrid
system when optimal policies are implemented and also for the print system.
The performance of the heuristic is measured by the relative cost errors defined below:
CH (Ph ) − CH (P ∗ )
Errh % =
× 100%.
CH (P ∗ )
It turns out the heuristic performs supprisingly well, with optimal partitions obtained for all 1152
cases. Specifically, in 98.3% of the 1152 cases, the NS ∗ and NP ∗ obtained from the recursive
algorithm satisfies NS ∗ ∪ NP ∗ = M, which means, NP ∗ = P ∗ , i.e., for most cases the recursive
algorithm alone gives the optimal partition.
We define 3D printer’s relative utilization in a hybrid system under partition P as follows:
ρ(P)
× 100%.
ρr (P) =
ρ(M)
Note that ρ(M) is the utilization in a print system, then ρr (P ∗ ) measures the percentage of the
printer’s maximal utilization employed by the optimal partition. The statistics for the 3D printer’s
utilization and relative utilization under optimal partition P ∗ are provided in Table 1. These
statistics show that 3D printer’s optimal relative utilization is in general low, with an average of
16.2% and a median of 0.0%, suggesting a complementarity between the stock option and the print
option in cost minimization.
Next we assess the value of 3D printing. We follow the definition in (10), i.e., to compare the
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Table 1: Statistics of 3D Printer’s Utilizations

ρ(P ∗ )
ρr (P ∗ )

Min
0.0%
0.0%

1st Quart.
0.0%
0.0%

Hybrid System
2nd Quart. 3rd Quart.
0.0%
4.2%
0.0%
21.8%

Max
29.2%
100.0%

Avg
2.7%
16.2%

optimal hybrid system cost against the optimal stock system cost and calculate the percentage cost
reduction when 3D printer is available as additional sourcing option. The statistics are summarized
in Table 2. In the presence of a 3D printer, the system cost is reduced, with the maximum cost
Table 2: Value of 3D Printing
(CS −

CH (P ∗ ))/CS

Max
43.8%

Min
0.0%

Avg
5.0%

savings of 43.8%, and an average cost savings of 5.0%. Note that the cost savings here is conservative
as all of our numerical instances assume printing to be more expensive to reflect the status quo of
the current technology, and the cost savings would be much larger if printing costs the same or less.
We also expect the cost savings to grow in magnitude when part variety is larger (see Figure 4).
Together with the low optimal printer usage reported in Table 1, it suggests that the operations
principle of “a little flexibility goes a long way” applies in this context too.

7.

Extentions and Discussions

In this section, we explore multiple extensions of the main model.

7.1

General Printing Time

So far we have assumed deterministic printing times to best capture the operating features of 3D
printing. However, our results can be generalized to allow random printing times. Suppose the
printing time of part i is a random variable Si with mean 1/µi and standard deviation σi , and the
printing times of different parts are independent of each other. Then the optimal scheduling rule
is again to print the jobs with the highest index bi µi (in parallel with Lemma 1). And the average
waiting time of class i printing job is (see, for example, page 440 in Wolff 1989):

P
2
1
j∈P λi σi + ρj /µj
P
P
E[Wi (P)] =
+ , for i ∈ P.
2(1 − k≤i,k∈P ρk )(1 − k<i,k∈P ρk ) µi
It can be verified that the results in §4, §5.2, §5.3 and §6.1 carry over with more complicated
expressions, and the heuristic proposed in §6.3 also applies. If we assume (σi ) ↑ i, i.e., the printing
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times with smaller mean are no more variable than those with larger mean, then the results in
§5.1 can also be extended here. For all these results, no new insights are generated while the
mathematical display is more convoluted.
In the case of λM << µmin , however, the possibility of a queue is no longer negligible as in §6.2.
P
P
(λj σj2 +ρP
j /µj )
1
1
2
Specifically, E[Wi (P)] = 2(1−P j∈P ρk )(1−
+
−→
j∈P λj σj + µi as ρ(P) → 0. As
µ
ρ
)
i
k
k≤i,k∈P
k<i,k∈P


P
P
a result, (5) becomes Gi (P) = λi ci + bi /µi + bi j∈P λj σj2 = ξi + λi bi j∈P λj σj2 . By (7), the
system cost is now
CH (P) =

X
i∈M\P

Ci∗ +

X

ξi +

i∈P

XX

λi λj bi σj2 .

(20)

i∈P j∈P

The partition decision is no longer separable as in §6.2, due to the last cross-part term in (20),
which results from nonnegligible queues caused by the printing time volatility.

7.2

Quality Difference

Our model can also accomodate quality difference between the stocked version and printed version
of a part. Specifically, let λi be the demand rate (part failure rate) for part i when it is manufactured/procured to stock, and λ0i = αi λi be the demand rate when it is 3D printed. Define
ρ0i =

λ0i
µi ,

and define E(Wi0 (P)) by replacing ρi with ρ0i in (4). Let G0i (P) = (bi E[Wi0 (P)] + ci )λ0i .

0 (P), where C 0 (P) =
Then the optimization problem in parallel with (7) is P ∗ = argminP∈2M CH
H
P
P
0
∗
i∈P Gi (P). Note that the problem is essentially the same as before except for the
i∈M\P Ci +

adjustment of demand rates. Therefore all our analyses can be adapted here. In addition, by analyzing the symmetric parts case (i.e. αi = α) following the same line as in §4, it can be verified that
the optimal printer utilization is zero when α is large, reaches its upper bound (print system) when
α is small, and is decreasing convex in α when α is moderate. The detailed analysis is omitted for
brevity but is available from the authors upon request.
Moreover, the quality difference between 3D printed parts and traditionally sourced can also
be translated into costs. For example, 3D printed engine parts may ”reduce the engines fuel burn
by as much as 20 percent and give it 10 percent more power compared with engines in its class”
(Kellner and Bovalino 2018), which helps to offset the unit cost of printing (ci in our model).

7.3

Multiple 3D Printers

We consider a single 3D printer in our model. This modeling choice has several advantages. First, it
is representative in capturing the features of 3D printing and the trade-offs between stock and print.
Second, the nature of the spare parts business endorses this choice, as the demands for spare parts
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are often infrequent (Keene 2014), resulting in low printer utilization. Indeed, in our numerical
study in §6.4, the maximum optimal printer utilization is below 30%. Third, it is practical to start
with one 3D printer (especially for the more expensive industrial 3D printers) when considering the
adoption of an innovative technology.
Our results are useful for certain cases of multiple printers. Specifically, the extreme case of an
infinite number (or more realistically a large number) of printers is already covered in §6.2. For
the non-extreme case, if we assume that each printing job is randomly assigned to each printer
with equal likelihood, then the multiple 3D printers setting reduces to the current model, where
the capacity of the single printer equals the sum of the multiple printers. This technique has been
used in the literatures to decouple a multi-server queue into multiple isolated single server queues;
see, for example, Benjaafar et al. (2004).
Unfortunately, in the general case of multiclass M/G/s queue, no exact evaluation is available
(Federgruen and Groenevelt 1988), and the cµ-rule is not necessarily optimal (page 445 in Wolff
1989). When the same service time distribution across different arrival classes is assumed, and firstcome-first-served (FCFS) priority rule is adopted, along with other assumptions, an approximation
formula exists, which is exact for the M/M/s system as well as in heavy traffic (Federgruen and
Groenevelt 1988). Suppose there are s 3D printers, by equation (11) in Federgruen and Groenevelt
(1988), the expected waiting time for any part in P is approximated by
2
s
1
E(WF CF S (P)) =
·
·
P
2
ρ(P)
µσ 1 −
1 + (1 − ρ(P))( s! s ) s−1
s

(sρ(P))

k=0

(sρ(P))k
k!

,

where µ is the average printing rate (same across parts), σ 2 is the variance of printing time (same
P
P
λi
across parts), and ρ(P) = i∈P ρi = i∈P
. Let G̃i (P) = (bi E[WF CF S (P)] + ci )λi . Replacing Gi
µ
in (5) by G̃i , we obtain an optimization problem in parallel to (7). We leave the analysis of this
problem for future research.

7.4

Print to Stock

We intentionally assume using the 3D printer to print on demand based on industry observations
and predictions for its working mode, especially noting that the urge to eliminate inventory is
prevalent in spare parts business (Geissbauer et al. 2017). See also Ivan and Yin (2017) for a case
study on automotive industry. In particular, in the context of deciding which parts to continue
offering (the stock option) versus which to discontinue (the print option), print on demand is a
natural choice for antique parts due to discontinued manufacturing. For example, the German
automaker Daimler AG is experimenting with moving replacement parts for Mercedes-Benz trucks
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to on-demand production using 3D printing, no matter how old the model is (Sodhi and Tang
2017).
It would be more general to allow the 3D printer to print to stock (MTS). Assuming all parts
to MTO at the 3D printer in the current model is a special case, which makes sense under similar
sufficient conditions provided by Arreora-Risa and DeCroix (1998), Rajagopalan (2002), and Veatch
and De Véricourt (2003) that ensure MTO is optimal. It provides the convenience that the “cµ”
scheduling rule is optimal and the resulting expected waiting time has a closed form solution. The
general MTS setting would make the print subsystem a multiclass MTS queueing system. The
optimal control of such systems is known to be very challenging. Representative works on this
subject and effective heuristics include Veatch and Wein (1992), Ha (1997), Pena-Perez and Zipkin
(1997), and De Vericourt et al. (2000). Because there is no closed-form solution, embedding this
submodel to the overall part partition problem will be very complex, which is beyond the scope of
the current paper.

7.5

Dual Sourcing Allowed

The current study assumes that each part is either stocked by using an exogenous source or print
on demand. This setting is particularly realistic when the exogenous source requires exclusive
productions, and also fits into solving the practical problem for spare part suppliers in determining
which spare parts to continue offering (the stock option), and which are discontinued (the print
option). In general, a natural extension is to allow each part to be both stocked and printed.
To that end, a few subproblems need to be studied first. One such problem is a single-item dual
sourcing problem, in which one source is exogenous and the other is endogenous, and the issue
is to identify the optimal or near optimal policies. The majority of the dual-sourcing literature
assumes a single item, and the two sources are either both endogenous or both exogenous; see e.g.,
Allon and Van Mieghem (2010), Janakiraman et al. (2015), Song et al. (2016), Xin and Goldberg
(2017), Knofius et al. (2017), and references therein. Another subproblem is a multi-item dual
sourcing problem, in which the second source is endogenous and shared by all items and hence a
multiproduct MTS queueing system. The scope and complexity of each of these subproblems would
qualify for at least a separate paper, so we leave them for future research.
It is worth mentioning that our framework can be directly generalized to allow dual sourcing
in the following sense. Assume no fixed procurement cost. A part can either be stocked only, or
dual sourced following an overflow scheme: inventory is procured from the overseas supplier under
a base-stock policy, but whenever a stockout incurs, the demand is overflowed to the 3D printer
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to be printed. Under this arrangement, the 3D printer is used to satisfy stockouts rather than
to replenish inventory considered in the conventional dual sourcing option. With some further
approximations, similar formulation and some of the results (such as the threshold policy in 5.1)
can be obtained with more involved analysis but no additional insights. The detailed analysis is
omitted here and is available from the authors upon request.

7.6

Raw Material Inventory for 3D Printing

It would also be more general if raw material inventory for 3D printing is considered in evaluating
the print option. 3D printing raw materials are often in the form of filament or powder. Examples
include ABS plastic, PLA, polyamide (nylon), glass filled polyamide, stereolithography materials
(epoxy resins), silver, titanium, steel, wax, photopolymers and polycarbonate, among others 2 . Due
to the fact that printing different parts typically require different amounts of and sometimes even
different types of materials 3 , a bill of materials for all parts is a requisite in order to initiate this
discussion.
With the bill of materials, the 3D printing process with raw material inventory can be modeled
as a two-stage assemble-to-order inventory system with the first stage holding different types of raw
material inventory, and the second stage pulls raw materials on demand for 3D printing. For each
type of raw material, a replenishment incurs fixed ordering cost in addition to variable ordering
cost, and thus an (r, q) type inventory policy (assume continuous review) could be considered.
This structure may appear similar to the assemble-to-order system considered in Song (2000), but
with a big difference in that the second stage in her work has ample capacity. In fact, this is a
prevalent assumption in the assemble-to-order literature; see Song and Zipkin (2003) and Atan
et al. (2017). When the printing (assembly) capacity is finite, the problem becomes significantly
harder to analyze, and the progress has been very limited in this literature.
Even if we consider an oversimplified case, the problem could still be challenging. Consider
the print system with single type of parts, and assume zero fixed ordering cost for raw materials.
Assume further that each unit of demand uses one unit of raw material. Then both stages can
employ a base-stock policy for inventory planning, with base-stock level S1 > 0 for the first stage
and S2 = 0 for the second stage. Hence the problem becomes a two-stage tantem system with
planned inventory following the framework in Lee and Zipkin (1992). As demonstrated in §2 of
their work, even with exponential processing times at both stages and Poisson demand, the system
2
3

https://www.3ders.org/3d-printing-basics.html
https://all3dp.com/2/multi-material-3d-printing-an-overview/
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described above does not fall into any of the tractable special cases enumerated there, and thus
requires approximations (see §3 in Lee and Zipkin 1992).
On the other hand, the holding cost of raw materials is generally lower in order of magnitude
than that of finished parts due to the value added during manufacturing processes and the risk
pooling effect when multiple parts share the same raw material. Specifically, suppose the cost of
v
m
printing a unit of part i is composed of two terms: ĉi = ĉm
i + ĉi , where ĉi is the raw material cost

and ĉvi is the value added during the printing process. Similarly, the cost for procuring a unit of
v
m
part i for the stock option can be decomposed as c̃i = c̃m
i + c̃i , where c̃i is the raw material cost

and c̃vi is the value added during the traditional manufacturing and logistics. For simplicity, let ι
be the rate for evaluating holding cost (including cost of capital, insurance, tax, etc.) for both raw
material and finished part inventory. Then the inventory holding cost rate for part i incurred for
v
the stock option is ι(ĉm
i + ĉi ), while that for the raw material used to print a unit of part i is at

most ιc̃m
i due to the risk pooling effect of the on-demand feature of the print option.
For the above reasons, we consider it reasonable to not include raw material inventory in our
model, in order to focus on the main trade-offs (the sourcing decision for the finished parts in
whether to stock or print), and leave the general problem for future research. This is also consistent with the literature, where ignoring raw material inventory has been considered a reasonable
assumption when the focus is on finished products; see, for example, Rajagopalan (2002).
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Appendix: Proofs
Proof. (Lemma 1) The result can be easily proved by contradiction. Suppose the optimal
scheduling policy is against cµ-rule, i.e., there exists a sample path under the optimal policy that
a part i is printed after a part j with bi µi > bj µj . If we interchange the printing sequence of these
two parts, i.e., print part i first and then part j, all the other jobs in the queue and those that
are about to arrive in the future are not affected. Since the total duration of printing these two
jobs i and j stay the same as before. Therefore the difference between the system costs before
and after the resequence is (bi + bj ) µ1j + bi µ1i − (bi + bj ) µ1i − bj µ1j =

bi µi −bj µj
µj µi

> 0, i.e., the system

cost is strictly smaller after interchanging the resequence, contradicting that the system is already
operated under optimal scheduling policy.

Proof. (Proposition 1) Since ρ(P) =



λM |P|
mµ ,

we must have
mµ ∗
ρ .
|P ∗ | =
λM
Taking first and second order derivatives of CH (ρ) over ρ yield

 

b
2ρ
ρ2
mµC ∗
∂ρ CH (ρ) =
+
+ b + cµ −
,
2 1 − ρ (1 − ρ)2
λM
and


2
2ρ
2ρ
2ρ2
b
2
+
+
+
> 0.
∂ρ CH (ρ) =
2 1 − ρ (1 − ρ)2 (1 − ρ)2 (1 − ρ)3
This implies that CH (ρ) is convex in ρ. Note that

2 

b
ρ
b
mµC ∗
∂ρ CH (ρ) =
1+
+
+ cµ −
,
2
(1 − ρ)
2
λM
therefore if when

2µ mC ∗
b ( λM

− c) − 1 < 1, or equivalently

m
∗
λM C

< c + µb , ∂ρ CH (ρ)|ρ=0 ≥ 0, and hence

ρ∗ = 0. Otherwise, CH (ρ) is minimized at ρ̂ such that ∂ρ CH (ρ)|ρ=ρ̂ = 0, which yields
1
ρ̂ = 1 − q
.
2µ mC ∗
(
−
c)
−
1
b λM
However, by definition, ρ needs to lie in between 0 and µ̄ =
or equivalently,
1 ≤

mC ∗

2µ
b ( λM

m
∗
λM C

> c+

− c) − 1 ≤

b
2µ (1

1
,
(1−ρ̄)2

+

1
),
(1−ρ̄)2

λM
µ .

So when

2µ mC ∗
b ( λM

− c) − 1 >

1
,
(1−ρ̄)2

λM
µ .

When

∂ρ CH (ρ)|ρ=ρ̄ ≤ 0, and hence ρ∗ = ρ̄ =

ρ̂ indeed lies in between 0 and µ̄. However, we also need to

take into consideration that |P| is an integer. Let ρ1 =

λM mµ
mµ b λM ρ̂c

and ρ2 =

λM mµ
mµ d λM ρ̂e,

then

ρ∗ = arg minρ=ρ1 ,ρ2 CH (ρ), where b·c and d·e are the rounding down and rounding up operators,
respectively.



Proof. (Corollary 1) (a) By Proposition 1 and (10), this is immediately implied by noting that
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C∗
λ

ρ̂ is decreasing in c. (b)For c ≤

− µb , it can be verified by simple algebra that the first and

second order derivative of ρ̂ on c are both negative, i.e., ρ̂ is decreasing concave in c.



Proof. (Corollary 2) (a) |P ∗ |’s increasing in µ is immediately implied by the fact that

µ
λ ρ̄

=m

and ρ̂ is increasing in µ. Vp ’s increasing in µ can be seen from CH (ρ∗ )’s decreasing in µ, where the
latter is straightforward as faster printing speed can only decrease optimal hybrid system cost.
(b) It can be verified by simple algebra that the first and second order derivative of ρ̂ on µ are
positive and negative, respectively when µ ≥
The proof for

mµ
λM ρ̂

b

mC ∗
−c
λM

. Therefore, ρ̂ is increasing concave in µ. (c)

is less obvious, and we provide it below.
m
mµ d
d mµ
ρ̂ =
ρ̂ +
ρ̂ > 0,
dµ λM
λM
λM dµ

so it is indeed increasing in µ.
d2 mµ
ρ̂ =
dµ2 λM
Let x =

2µ mC ∗
b ( λM

2m d
mµ d2
ρ̂ +
ρ̂.
λM dµ
λM dµ2

− c) − 1, then

mC ∗
−c ,
λM

2
d2
3 − 5 4 mC ∗
ρ̂ = − x 2 2
−c .
dµ2
4
b
λM
d
ρ̂ =
dµ

1 −3 2
x 2
2
b



Therefore
d2 mµ
ρ̂ =
dµ2 λM
=
where

3µ −1
b x

2µ mC ∗
b ( λM
d2
dµ2



mC ∗
λM


−c =




2
2m 1 − 3 2 mC ∗
mµ 3 − 5 4 mC ∗
2
2
x
−c −
x
−c
λM 2
b λM
λM 4
b2 λM





3µ −1 mC ∗
m − 3 mC ∗
2−
.
x 2
−c
−c
x
bλM
λM
b
λM
3µ
b



mC ∗
−c
λM

x



=

3
(x+1)
2

x

− c) − 1 satisfy 1 ≤ x ≤ 3, and hence


mµ
ρ̂
≥ 0.
λM

=

d2
dµ2

3
2



+

3
2x .

mµ
λM ρ̂



When

b

mC ∗
−c
λM

≤ µ ≤

≤ 0. When µ ≥

2b

mC ∗
−c
λM

2b

mC ∗
−c
λM

, x =

, x ≥ 3, and


Proof. (Proposition 2) (a) To show CS (r∗ (m1 ), q ∗ (m1 )|m1 ) ≤ CS (r∗ (m2 ), q ∗ (m2 )|m2 ) hold for
any positive integers m1 < m2 . Note that by definition of (r∗ (m), q ∗ (m)), we have
 ∗

r (m2 )m2 + m2 − m1 (q ∗ (m2 ) − 1)m2 + m1
∗
∗
CS (r (m1 ), q (m1 )|m1 ) ≤ CS
,
|m1 .
m1
m1
 ∗

∗
2 −m1 (q (m2 )−1)m2 +m1
So if we can show CS r (m2 )mm2 +m
,
|m
≤ CS (r∗ (m2 ), q ∗ (m2 )|m2 ), the de1
m1
1
sired result is obtained immediately. To see this, let D(m) be the lead time demand for a part
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when part variety is m. Note that
 ∗

r (m2 )m2 + m2 − m1 (q ∗ (m2 ) − 1)m2 + m1
CS
,
|m1
m1
m1
∗ (m )m +m −m
∗
2
2
2
1 + (q (m2 )−1)m2 +m1
m1
m1
r ∗ (m2 )m2 +m2 −m1
y=
+1
m1
(q ∗ (m

Pr
=

λM K
(q ∗ (m2 )−1)m2 +m1
m1

+

<

=
≤
=

2 )−1)m2 +m1

m1

Pr∗ (m2 )+q∗ (m2 )

=

m1 E [h(y − D(m1 ))+ + b(D(m1 ) − y)+ ]

m1 E

h

m2
h( m
y
1

− D(m1 ))+ + b(D(m1 ) −

λM K
y=r∗ (m2 )+1
+
(q ∗ (m2 )−1)m2 +m1
(q ∗ (m2 )−1)m2 +m1
m1
m1
h
i
Pr∗ (m2 )+q∗ (m2 )
m2
+ + b(D(m ) − m2 y)+
y
−
D(m
))
m
E
h(
1
1
1
∗
m1
m1
λM K
y=r (m2 )+1
+
∗
∗
q (m2 )
q (m2 )
h
i
Pr∗ (m2 )+q∗ (m2 )
m1
+ + b( m1 D(m ) − y)+
D(m
))
m
E
h(y
−
2
1
1
m2
m2
λM K
y=r∗ (m2 )+1
+
∗
∗
q (m2 )
q (m2 )
Pr∗ (m2 )+q∗ (m2 )
m2 E [h(y − D(m2 ))+ + b(D(m2 ) − y)+ ]
λM K
y=r∗ (m2 )+1
+
q ∗ (m2 )
q ∗ (m2 )
CS (r∗ (m2 ), q ∗ (m2 )|m2 ) ,

where the first inequality is implied by

(q ∗ (m2 )−1)m2 +m1
m1

m2 +
m1 y)

i

> q ∗ (m2 ), and the second inequality is

due to the fact that the function f (x) = h(s − x)+ + b(x − s)+ is convex in x for any s, and that
m1
m2 D(m1 ) ≤cx D(m2 ) with ≤cx denotes the convex ordering.
λM l
m1
1 λM l
D(m1 )] = m
that E[ m
m2 m1 = m2 = E[D(m2 )]. Secondly,
2
parameter λmM1 , denote the arrivals in time l as X, then X

To show the latter result, firstly note
consider a Poisson process A(t) with
has the same distribution as D(m1 ).

Construct a counting process B(t) based on A(t) as follows: whenever there is an arrival in Poisson
process A(t), there is an arrival in B(t) with probability

m1
m2 ,

1
and no arrival with probability 1 − m
m2 ,

λM
m2 .

Denote the arrivals of B(t) in time l as Y .
h
i
m1
1
Then obviously Y is identically distributed with D(m2 ). By definition, we have E Y | m
X
=m
m2 X,
2

then B(t) is also a Poisson Process with paramter

m1
X = x] is stochastically increasing in x. By an extension of Strassen’s Theorem (see
and [Y | m
2

page 25 in Muller and Stoyan 2002), we have

m1
m2 D(m1 )

≤cx D(m2 ), and the proof is complete.

(b)This is immediately obtained by letting |P| = m in (9).
(c) Note that CS (r∗ (m), q ∗ (m)|m) = mC ∗ . By part (a), mC ∗ is increasing in m, and hence by
Proposition 1, we immediately have that ρ̂ and ρ∗ are increasing in m. Moreover, once m is large



b
1
enough such that mC ∗ ≥ λM c + 2µ
1 + (1−ρ̄)
, ρ∗ ≡ ρ̄. The result on value of 3D printing
2
can be easily verified by examining (10).



Proof. (Proposition 3) (a) It suffices to show that if i ∈ P ∗ holds for some i > 1 with
then i − 1 ∈ P ∗ . Note that if i ∈ P ∗ with

1
µi−1

=
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1
µi ,

1
µi−1

<

1
µi ,

we can switch the index of part i and i − 1

without affecting system performance, then after switching, i − 1 ∈ P ∗ . If
index manipulation again until we come to an index i0 with i0 ∈ P ∗ and

1
µi−2

1
µi0 −1

=

<

1
µi−1 ,

we do the

1
µi0 .

We prove by contradiction. Suppose there is an optimal partition P ∗ to (7) such that i ∈ P ∗
and i−1 ∈ S ∗ holds for some i ∈ M with

1
µi−1

<

1
µi .

Define a new partition P 0 = {P ∗ \{i}}∪{i−1}

with S 0 = {S ∗ \ {i − 1}} ∪ {i}. Define a parallel system (System PA) with everything the same as
the original system except that the printing time of part i is reduced from

1
µi

to

1
µi−1 .

Let System

PA operate under the policy P ∗ , and denote the corresponding long run average cost as CP A (P ∗ ),
then by definition and the parameter assumptions, we have CH (P 0 ) = CP A (P ∗ ). Since i ∈ P ∗ , and
the printing time of part i in System PS is strictly smaller than that in original system, by (4), we
must have CP A (P ∗ ) < CH (P ∗ ). This leads to CH (P 0 ) < CH (P ∗ ), contradicting with the definition
of P ∗ . So we must have i − 1 ∈ P ∗ . And the proof is complete.
(b) The result is implied immediately by part (a). Note that if there is i < j such that

1
µi

=

1
µj

and i ∈ S ∗ and j ∈ P ∗ , then we can switch the indices of these two parts. In this way, the optimal
threshold-index partition can be obtained. When the inequalities among

1
µi

become strict, by part

(a), the optimal partition can only be a threshold-index partition.



Proof. (Proposition 4) (a) By the definition of i0 , partition Pi0 is the optimal partition. So the
partitions Pi0 −1 and Pi0 +1 can only lead to suboptimal costs. Hence it is easy to derive that i0
satisfies
∗

C ≥

iX
0 −1

[Gj (Pi0 ) − Gj (Pi0 −1 )] + Gi0 (Pi0 ),

j=1

and
C∗ ≤

i0
X

[Gj (Pi0 +1 ) − Gj (Pi0 )] + Gi0 +1 (Pi0 +1 ).

j=1

Next we will show that

Pi−1

j=1 [Gj (Pi ) − Gj (Pi−1 )] + Gi (Pi )

is increasing in i, then the desired results

follow immediately.
For j ≤ i − 1, since

 
1
µi

↑ i,
λM

bλM
mµ2i
Gj (Pi ) − Gj (Pi−1 ) =
·
P
λ
λM P
M
m 2(1 − m
k≤j 1/µk )(1 − m
k<j 1/µk )
Pi−1
is increasing in i. Hence j=1 [Gj (Pi ) − Gj (Pi−1 )] is also increasing in i. The proof is complete by
noting that
cλM bλM
+
Gi (Pi ) =
m
m

λM
m

2(1 −

2
k≤i 1/µk
λM P
λM
k≤i 1/µk )(1 − m
m

P

1
+
P
µ
i
k<i 1/µk )

!

is also increasing in i. (b) and (c) are immediately implied by (a), and the proof is complete.
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Proof. (Corollary 3) (a) and (b) can be proved following the same line as in the proof for Propo∗ + c(λ
sition 3. The condition (12) on c is to guarrantee that the term Ci∗ − Ci−1
i−1 − λi ) to be non-

positive when expanding CH (P 0 )−CH (P ∗ ). Conditions in (13) are to ensure that CH (P 0 )−CH (P ∗ )
is strictly less than zero, which implies that changing the partition from P ∗ to P 0 strictly improves
the system cost. As a result, Pj0 must be the unique optimal partition. (c) The argument follows
the same line as for Proposition 4. Note that (12) implies that cλi − Ci∗ is increasing in i, and hence
Pi−1
[Gj (Pi ) − Gj (Pi−1 )] + Gi (Pi ) − Ci∗ continue to
Gi (Pi ) − Ci∗ is also increasing in i. Therefore j=1
be increasing in i. And the proof is complete.



Proof. (Proposition 5) It suffices to show that for any partition P s.t. λP = λP ∗ , if |P| < |P ∗ |,
P
P
it must be suboptimal. By (14), there is i∈P Gi (P) = i∈P ∗ Gi (P ∗ ). Hence
X
X
CH (P) − CH (P ∗ ) =
Ci∗ −
Ci∗ ≥ 0,
i∈M/P

i∈M/P ∗

where the inequality is implied by the well-known pooling effect–with the same aggregate demand
rate for the stock option, it is cheaper to stock less variety of parts versus more.

Proof. (Proposition 6) (a) Firstly note that λ ≤M λ0 implies that

Pm

k=i+1 λk

≤


Pm

0
k=i+1 λk

holds

for any i = 1, ..., m − 1. Since we also have λ ↑ i, λ0 ↑ i, it is easy to see that λ can be obtained
from λ0 by applying finite steps of revised T-transforms to λ0 . The revised T-transform is defined
as follows : for x, y ∈ Rm with y ↑ i, x is said to be obtained from y by a revised T-transform, if
there exists j ∈ M \ {m} and  > 0 such that

yk − 





yk + 
xk =





yk

if k = j + 1
if k = j

(1)

otherwise ,

and x ↑ i. Therefore, it suffices to show that when λ is obtained from λ0 by a revised T-transform,
CP (λ) ≤ CP (λ0 ). We will prove this using sample path analysis.
Suppose λ is obtained from λ0 by a revised T-transform, with λj+1 = λ0j+1 − , λj = λ0j + ,
where  > 0. Denote the systems with parameters λ0 and λ as Systems A0 and A, respectively.
Define a new System A00 as follows. All cost parameters are identical with System A0 (and also
System A), and demand arrivals are exactly replicating that of System A0 in sample path, i.e.,
whenever there is a replacement request arrival in System A0 , a demand of the same part occurs in
System A00 . However, there is one difference in System A00 from System A0 : for every demand for
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part j + 1, there is a possibility of /λ0j+1 that its printing time is reduced by

1
µj+1

− µ1j . Therefore

in System A00 , there is a Poisson split with rate  among the demands for part j + 1 that actually
have the printing time of

1
µj .

By construction, System A00 obviouly has a smaller system cost than

System A0 since the only difference lies in some parts’ printing time being reduced. On the other
hand, the portion of demand for part j + 1 that actually have printing time of

1
µj

can be viewed

as special demand for part j, since all relevant parameters are exactly the same as those of part
i. Therefore from this angle, the demand constitution in System A00 and System A are the same.
However, the before-mentioned special demand for part j in System A00 is not always served before
the demand for part j +1, i.e., the cµ-rule is violated here. Due to the optimality of cµ-rule we have
shown in Lemma 1, System A yields a smaller system cost than System A00 , and hence certainly
smaller than that of System A0 based on our previous discussion. The proof for part (a) is thus
complete.
(b) The result can be shown following the same line as we did for part (a).



Proof. (Proposition 7) The mean and variance of D are given by E(D) = λM E(L) and V (D) =
λM E(L) + λ2M V (L) (see for example, Zipkin 1986). Apply normal approximation for D, i.e.,

approximate the lead time distribution as N λM E(L), λM E(L) + λ2M V (L) . Let φ(·) and Φ(·)
denote the density and cumulative distribution function of standard normal, then it can be verified


p
bi
∗
∗
∗
∗
∗
−1
that Ci = σD (h + bi )φ(zi ), where σD ≡ V (D) and zi = Φ
bi +h . Note that z1 > z2 implies
φ(z2∗ ) > φ(z1∗ ) (as long as bi > h). By (6), there are
CH (∅) = σD ((h + b1 )φ(z1∗ ) + (h + b2 )φ(z2∗ )) ,


λM b1
1
∗
CH ({1}) = σD (h + b2 )φ(z2 ) +
Wq +
,
2
µ


λM b2
1
∗
CH ({2}) = σD (h + b1 )φ(z1 ) +
Wq +
,
2
µ
!


2Wq
1 λM b1
1 λM b2
CH ({1, 2}) =
2Wq +
+
+
,
λ
M
µ
2
µ
2
1− µ
where Wq ≡

λM
2µ2
λM
2(1− 2µ
)

.

Therefore, CH ({1}) < CH ({2}) if and only if


λM (b1 − b2 )
1
Wq +
< σD ((h + b1 )φ(z1∗ ) − (h + b2 )φ(z2∗ )) ;
2
µ
CH ({1}) < CH (∅) if and only if


λM b1
1
Wq +
< σD (h + b1 )φ(z1∗ );
2
µ
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CH ({1}) < CH ({1, 2}) if and only if
λM b1
λM b2
σD (h + b2 )φ(z2∗ ) <
Wq +
2
2

2Wq
1−

1
+
µ

λM
µ

!
.

Hence it can be verified that P ∗ = {1} if and only if




1
b1
b1 − b2
λM
Wq +
max
,
2
µ
(h + b1 )φ(z1∗ ) (h + b1 )φ(z1∗ ) − (h + b2 )φ(z2∗ )
!
!
λM
b1
2
b2
1
< σD <
+
Wq +
.
λ
M
2
b2 1 − µ
µ (h + b2 )φ(z2∗ )

(2)

Note that
b1 ((h + b1 )φ(z1∗ ) − (h + b2 )φ(z2∗ )) − (b1 − b2 )(h + b1 )φ(z1∗ )
= b2 (h + b1 )φ(z1∗ ) − b1 (h + b2 )φ(z2∗ )
< b2 (h + b1 )φ(z2∗ ) − b1 (h + b2 )φ(z2∗ ) = (b2 − b1 )hφ(z2∗ ) < 0,
therefore (2) becomes


λM
λM
1
b1 − b2
< σD <
Wq +
2
µ (h + b1 )φ(z1∗ ) − (h + b2 )φ(z2∗ )
2

b1
2
+
b2 1 − λµM

!

1
Wq +
µ

!

b2
.
(h + b2 )φ(z2∗ )
(3)

Let Γ1 ≡

λM
2



Wq +

1
µ



b1 −b2
(h+b1 )φ(z1∗ )−(h+b2 )φ(z2∗ ) ,

Γ2 ≡

λM
2



that as λM approaches µ, Γ2 − Γ1 approaches infinity (as

b1
b2

+

2
1−

2
1−

λM
µ

λM
µ


Wq +

1
µ



b2
(h+b2 )φ(z2∗ ) .

Note

goes to ∞). As L only appears

in σD in (3), it is optimal to have part 1 (more critical) being printed while part 2 (less critical)
being stocked as long as E(L) and V (L) are such that (3) holds. And the proof is complete.



Proof. (Lemma 2) The results can be readily obtained by expanding the relevant inequalities.
As the proofs are straightforward, we omit the details here for brevity. The intuitions behind these
results are explained in the main body of paper below Lemma 2.



Proof. (Proposition 8) To show for any P ⊂ P 0 , and any k ∈ M \ P 0 , there is CH (P ∪ {k}) −
CH (P) ≤ CH (P 0 ∪ {k}) − CH (P 0 ).
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By (6), we have

CH (P ∪ {k}) − CH (P) − CH (P 0 ∪ {k}) − CH (P 0 )


X
X
X
X
Gi (P 0 ∪ {k}) −
Gi (P 0 )
Gi (P ∪ {k}) −
Gi (P) − 
=
i∈P 0

i∈P 0 ∪{k}

i∈P

i∈P∪{k}

= Gk (P ∪ {k}) − Gk (P 0 ∪ {k}) +

X

(Gi (P ∪ {k}) − Gi (P))

i∈P

−

X


Gi (P 0 ∪ {k}) − Gi (P 0 ) ≤ 0,

i∈P 0

where the last inequality is due to Lemma 2. And the proof is complete.



Proof. (Proposition 9) (a) We prove by contradiction. Suppose k ∈ P ∗ , then we can construct
another partition P 0 = P ∗ \ {k}. Since k ∈ M \ A and A ⊂ P ∗ , we must have A ⊂ P 0 . Hence there
is
X

CH (P 0 ) − CH (P ∗ ) = Ck∗ +

Gj (P 0 ) −

j∈P 0

≤

X

X

Gj (P 0 ∪ {k})

j∈P 0 ∪{k}

Gj (A ∪ {k}) −

X

Gj (A)

j∈A

j∈A∪{k}




X

−

Gj (P 0 ∪ {k}) −

X

Gj (P 0 )

j∈P 0

j∈P 0 ∪{k}


= CH (A ∪ {k}) − CH (A) − CH (P 0 ∪ {k}) − CH (P 0 ) ≤ 0,
where the last inequality is implied by Proposition 8. This leads to contradiction with the fact that
P ∗ is already optimal. The proof is therefore complete.
(b) We prove by contradiction. Suppose k ∈ S ∗ , then we can construct another partition
P 0 = P ∗ ∪ {k}. Since k ∈
/ P ∗ and P ∗ ⊂ A, we must have P ∗ ⊂ A \ {k}. Hence there is
X
X
Gj (P ∗ ∪ {k}) −
Gj (P ∗ ) − Ck∗
CH (P 0 ) − CH (P ∗ ) =
j∈P ∗

j∈P ∗ ∪{k}

≤

X

X

Gj (P ∗ ∪ {k}) −

j∈P ∗ ∪{k}


−

Gj (P ∗ )

j∈P ∗


X
j∈A
∗

X

Gj (A) −

= CH (P ∪ {k}) −

Gj (A \ {k})

j∈A\{k}
CH (P ∗ )

− (CH (A) − CH (A \ {k})) ≤ 0,

where the last inequality is implied by Proposition 8. This leads to contradiction with the fact that
P ∗ is already optimal. The proof is therefore complete.
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Proof. (Proposition 10) Suppose |NS ∗ | = i, |NP ∗ | = j. Then the greedy algorithm evaluates at
most (m − i − j) + (m − i − j − 1) + ... + 1 =

(m−i−j)2 +(m−i−j)
2

≤

m2 +m
m

partitions. Therefore, it

suffices to show that the recursive algorithm evaluates at most m2 + m partitions.
Note that the recursive algorithm must ends within j + 1 iterations (see the termination condition in Step 3 of the recursive algorithm). Therefore the amount of partitions evaluated is bounded
by 2 (m + (m − 1) + ... + (m − j)) − i = (2m − j)(j + 1) − i, which is smaller than m2 + i + j by
noting the following: (2m − j)(j + 1) − j is increasing in j as long as m ≥ 2 (can be verified by
taking derivative), j is bounded by m − i, and (2m − j)(j + 1) − j = m2 + 2i − i2 when j = m − i,
therefore we have (2m − j)(j + 1) − j ≤ m2 + 2i, i.e., (2m − j)(j + 1) − i ≤ m2 + i + j ≤ m2 + m.
The proof is thus complete.
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